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Abstract
There is strong evidence for at least three different representations underly-
ing transitive performance in various species of animals. We focus on under-
standing one of the most neglected, the production-rule-stack model (Harris
& McGonigle, 1994), which to date best accounts for the performance of
squirrel monkeys (Saimiri sciureus) and human children under 7 trained on
the transitive inference (TI) task (e.g. given A > B and B > C, then A > C)
when presented with three items from the training set. We present a ver-
sion of this representation, the two-tier model, which explains how this sort
transitive performance is learned. The two-tier model perfectly replicates
the positive results of the production-rule-stack model and also accounts for
additional data, particularly subjects’ failures to learn the TI task. We dis-
cuss the relation between models of transitive inference, and characterize the
correspondence between TI performance and underlying representations. Of
the three representations discussed, we find that the two-tier model is the
most relevant for understanding general-purpose primate task learning.

Transitive inference (TI) is the process of reasoning whereby one determines that if,
for some quality, A > B and B > C, then A > C. In some domains, such as integers or
heights, this property will hold for any A, B or C. For other domains, such as sporting
competitions and primate dominance hierarchies, the property does not necessarily hold
(Wright, 2001).

Piaget first described TI as an example of concrete operational thought (Piaget, 1954).
That is, children become capable of TI when they become capable of mentally performing
the physical manipulations they would otherwise use to determine the correct answer. For
TI, this manipulation involves ordering the objects into a sequence using the rules A > B
and B > C, and then observing the relation between A and C.

Yet Piaget was also aware of an ‘automatic’ transitive performance (TP), distin-
guished from true TI by the subject’s ability to explain their performance (Piaget, 1928;
Wright, 2001). Since the 1970s, TI has been demonstrated in young children (Bryant &
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Trabasso, 1971) and a variety of animals — monkeys (McGonigle & Chalmers, 1977), rats
(Dusek & Eichenbaum, 1997) and even pigeons (Fersen, Wynne, Delius, & Staddon, 1991)
— not normally ascribed with concrete operational abilities. Further, Siemann and Delius
(1993) have shown that for human adults who learned to choose between pairs of doors
during an exploration-type computer game, there was no performance difference between
individuals who formed explicit comparison models and those who did not (N = 8 vs. 7
respectively). These results cast doubt upon the belief that all transitive performance (TP),
choosing A over C given the knowledge that A > B and B > C, is dependent on logical
inference.

Explaining transitive performance requires describing exactly what information is
learned and how that information is used. This description is formally called its represen-
tation. For example, consider a subject learning that, given two containers A and B, they
should choose A. One possible representation would be images sufficient for recognising
A and B together coupled with an instruction to choose A. The shortcoming of such a
representation is its specificity — the subject could not generalize this representation to
apply to new visual stimuli (e.g. A coupled with C)1.

Understanding the representation underlying transitive performance is critical to un-
derstanding the performance itself. For example, if the representation is sequential, we have
to ask how the animal identifies that it should use a sequential representation when it is
presented with apparently unrelated events involving only two items. On the other hand,
if the representation is not sequential, then we need to explain how the animal appears to
perform TI.

Accounting for behavioral data from different species in different experimental train-
ing regimes, at least three different representations have been proposed to underlie pre-
/non-operational transitive performance (See Figure 1). These are:

• a simple associative: a reinforcement weight paired with each individual stimulus;
when more than one stimuli is present, the most reinforced one is selected. This represen-
tation is discriminated from others listed here in that items in the middle of the series may
have no significant difference in weight (Frank, Rudy, & OReilly, 2003). This representa-
tion is most closely associated with the value-transfer model (von Fersen, Wynne, Delius,
& Staddon, 1991; Zentall & Sherburne, 1994)

• b innately sequential: an ordinal index in a series or an indexical value selected
from a gradient; two items are compared by using their indexical values. This representation
can be discriminated by generalizations (or mistakes) across series, e.g. the 3rd item of one
series may be inserted as the 3rd item of another series. This behavior has to date only been
shown in primates (Stromer, Mackay, Cohen, & Stoddard, 1993; Brannon & Terrace, 2000;
Treichler, Raghanti, & Tilburg, 2003). This representation has been convincingly modelled
in a related literature on human series learning (Henson & Burgess, 1997; Henson, 1998).

• c ordered action associative: an ordered set of paired associations between stimuli
and actions; each stimuli is associated with an action (e.g. select the stimuli). If there are
actions associated with more than one present stimuli, whichever stimulus has the highest
priority takes the agent’s attention and determines its behaviour. This representation can
be discriminated from the others by the fact that it fails to give consistently correct answers

1This sort of error is referred to in the learning literature as over fitting — learning the exemplars perfectly
but learning no general principles that might be applied in new contexts (Mitchell, 1997).
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Figure 1. Three sorts of representations that may underlie expressed transitive inference. See text
for details. a, weights associated directly with stimuli on the basis of the stimuli’s association with
reward. b stimuli ordered within a single index. c stimuli both ordered and associated with an
action.

when three stimuli are presented, even though TP is observed for any pair. This result is
consistent with behavioral data (McGonigle & Chalmers, 1977; Chalmers & McGonigle,
1984; McGonigle & Chalmers, 1992). Prior to this paper, there was only one model (Harris
& McGonigle, 1994) which adequately explained these three-stimuli results.

Though it differs markedly from the other two representations, which have histori-
cally received more support, we believe the ordered action associative representation may
uniquely inform the general principles of learning novel tasks. In particular, there is no
reason that, when a subject is initially trained on the adjacent pairs, it should recognise the
serial nature of the task (Wright, 2001). But if an ordered set of stimulus / action pairs is
a standard representation for new skills, then (as shown by Harris and McGonigle (1994)),
once the adjacent pairs have been learned, TP may be an immediate consequence.

Harris and McGonigle (1994) demonstrate that, for a certain class of representation,
successfully learning the training pairs (a difficult task which involves a single stimuli, e.g.
B, being sometimes rewarded and sometimes penalised) results in transitive performance as
an automatic side effect — at least for pairs of stimuli. The Harris and McGonigle (1994)
model accounts for the systematic degradation of three-item performance which is exhib-
ited by some individual subjects of both squirrel monkeys (Saimiri sciureus, McGonigle &
Chalmers, 1977) and 6-year-old children (Chalmers & McGonigle, 1984). Harris and McGo-
nigle (1994) further provide matches for both aggregate data and individual performance.

One problem that may have inhibited wider interest or acceptance of the Harris
and McGonigle (1994) model is that it is described in the form of a traditional artificial
intelligence representation called a production rule. Such a model may seem both overly
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artificial and insufficiently parsimonious. This paper reinterprets the Harris and McGonigle
(1994) model in a biologically- and neurologically-plausible way. Our model also explains
how the representation is learned.

To model the data accounted for by Harris and McGonigle (1994), we split the TP
task into two problems: learning an association between stimuli and actions; and learning
to prioritise the stimuli. This two-tier learning mechanism is able to perfectly learn the
Harris and McGonigle (1994) TI model. In addition, the two-tier model demonstrates three
interesting and unanticipated correlates to real subjects:

• Human children and monkeys require training in order to reliably learn TP. The
two-tier model does not reliably learn TP without a similar type of training.

• The performance of the two-tier model was more robust than that of the standard
single-tier model of TP. That is, TP learning in the two-tier model is stable over a larger
set of training parameters.

• When the two-tier model fails to learn TP, it makes errors similar to those observed
in primates.

In the Background section we provide more information on Transitive Performance
and on existing models. The Model section describes the two-tiered model in detail; this
is followed by Methods and Results. The General Discussion addresses the implications of
the two-tier model, including neural correlates, models we overturn, and an accounts for
why three different methods of TP may have evoloved.

Background

This section explains the previous work on the ordered action associative model of
transitive performance done by Harris and McGonigle (1994). It starts with a brief in-
troduction to the characteristics of pre-/non-operational transitive performance. We then
present a modelling history of TI which leads the origin of the trigram data set which is crit-
ical for discriminating non-sequential representations underlying TP from more traditional
representations.

Characteristic TP Effects

Besides the ‘inference’ itself, transitive performance is characterised by a number
of attributes which have generally been taken to indicate something about the processing
underlying the ability (Bryant & Trabasso, 1971). Some researchers have called some of
the effects into question, particularly the temporal aspect of the symbolic distance effect
(McGonigle & Chalmers, 1992; Rapp, Kansky, & Eichenbaum, 1996). Nevertheless, the
following effects have been shown broadly across experimental subjects, including children,
monkeys, rats, pigeons, or adult video-game players (Wynne, 1998).

• The End Anchor Effect: subjects make an evaluation faster and more accurately
when a test pair contains one of the ends. This is usually explained by the fact they have
learned only one behaviour with regard to the end points (e.g. nothing is > A).

• The Serial Position Effect: even taking into account the end anchor effect, subjects
do more poorly the closer the items displayed are to the middle of the sequence.

• Symbolic Distance Effect (SDE): even compensating for the end anchor effect, the
further apart on the series two items are, the faster the subject makes the evaluation. This
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Table 1: Phases of training and testing used for children, taken from Chalmers and McGonigle (1984,
pp. 359–360). Methodology for monkeys is similar.

Training and Criteria
P1 Each pair in order (ED, DC, CB, BA) repeated until 9 of 10

most recent trials are correct. Reject if requires over 200 trials total
P2a 4 of each pair in order. Criteria: 32 consecutive trials correct.

Reject if requires over 200 trials total
P2b 2 of each pair in order. Criteria: 16 consecutive trials correct.

Reject if requires over 200 trials total
P2c 1 of each pair in order. Criteria: 30 consecutive trials correct.

No rejection criteria.
P3 1 of each pair randomly ordered. Criteria: 24 consecutive trials correct.

Reject if requires over 200 trials total
T1 Bigram tests: 6 sets of 10 pairs in random order.

Reward unless failed training pair.
T2a As in P3 for 32 trials. Unless 90% correct, redo P3.
T2 Trigram tests: 6 sets of 10 trigrams in random order, reward for all.
T3 Extended version of T2.

effect is generally taken to contradict any step-wise chaining model of transitive inference
(i.e. Piaget’s concrete operations) since distant items would require more steps and therefore
a longer reaction time (RT), not a shorter one.

Training Subjects for TP

Training a subject to perform transitive inference is not trivial. Subjects are trained
on a number of ordered pairs, typically in batches. Because of the end anchor effect,
there must be at least five items (A . . . E) to clearly demonstrate transitivity on just one
untrained pair (BD). Seven or more items would give further information, but training for
transitivity is notoriously difficult. Even children who can master five items often cannot
master seven. This is true even for simple sorting of conspicuously ordered items such as
posts of different lengths (McGonigle & Chalmers, 1996). Normally, though, stimuli are
labelled in a deliberately non-ordinal way, such as by colour or pattern, and controlled by
varying the assignment of rank by subject (e.g. one subject may learn blue < green < brown
while another brown < blue < green).

The subjects are first taught to use the testing apparatus; they are presented with
an object and rewarded for selecting it. Next, they are trained on the first pair DE, where
only one element, D is rewarded2. When the subjects reach criterion, they are trained on
CD. After all pairs are trained, there is generally a phase of ordered repeated training
on all the pairs, but with fewer exposures per pair, which is then followed by a period of
random presentations of training pairs (See phases P1–P3 in Table ).

2The psychological literature is not consistent about whether A or E is the ‘higher’ (rewarded) end. This
paper uses A as high.
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Once a subject has been trained to criterion, they are exposed to testing pairs. In
testing, either choice is rewarded in an effort to minimise the effects of further training.
The reason either stimuli should be rewarded is because whatever item is chosen is the one
the subject is most likely to have expected to be rewarded for, and since learning tends
to occur when expectations are violated, those expectations are best met. However, the
original (adjacent) training pairs are often interspersed with testing pairs during the testing
phase, with the training pairs still being differentially rewarded.

Simple Associative Representations and the Value Transfer Theory

The simple associative representation underlies most attempts to model transitive
performance. Each stimuli is associated with a weight. If the subject is exposed to two
items, it chooses the one with the highest weight. If the subject is rewarded in its choice,
then it is more likely to choose that same item again — generally, its weight increases. If
the subject is not rewarded, it decreases the weight associated with that item. If the subject
successfully learns the task, this means it has managed to find a set of weights which which
are in the correct order. So, given any number of stimuli, the subject should always be able
to choose the ‘best’ item available.

There are some more technical details necessary to get an exact replication of all the
TP learning effects, although these are not critical to understanding the theoretical thrust of
this paper. Normalisation of the associated weights after each learning update is necessary
to get results which are invariant on the order of training (whether AB is presented first or
DE). Normalising means that all the weights are set to be between 0 and 1, and after any
learning event the sum total weight for all stimuli must add up to 1. Thus whenever one
weight is increased, all of the others are all reduced (in proportion to each weight’s current
size) to maintain the overall sum. Normalisation is a standard machine learning technique
which keeps weights similar enough to allow for reordering when a mistake has been made
or the situation changes. It is considered to be biologically plausible, since there are similar
limits to the extent of long-term potentiating.

Another technical detail is that simple associative learning affects both stimuli present.
When two stimuli are presented together, each stimuli becomes associated with the other,
and takes a little bit of its reward or penalty. This is the basis of the value transfer theory
(von Fersen et al., 1991; Zentall & Sherburne, 1994; Siemann, Delius, Dombrowski, &
Daniel, 1996), which uses this associative ‘rubbing off’ of a strong weight to explain the
serial position effect. Notice that the end anchor effect is explained simply because one end
is always rewarded so has a very high weight, and the other always penalised. The reason
Figure 1 does not show these end values at 1 and 0 is because of the reciprocal value transfer
from the neighbouring items. Nevertheless, these weights are very different from the rest of
the items, which by simple conditioning would all be at 0.5, since they are all rewarded in
half the trials in which they appear and penalised in the other half.

Wynne (1998) provides the following equation as a summary of this sort of model:

p(X|XY ) =
1

1 + e−α(2r−1)
(1)

r =
V (X) + V (Z) + γV (〈X|XY 〉)

V (X) + V (Y ) + 2V (Z) + γV (〈X|XY 〉) + γV (〈Y |XY 〉)
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p(X|XY ) is the probability that stimuli X will be chosen given the presentation of X and
Y. V (X) is the value (weight) of stimulus X, V (〈X|XY 〉) indicates extra value for X given
also the context XY (another detail needed to explain the partial ability of birds to learn
a ‘wrapping’ pair between the ends, N > A where N is the last (lowest) element). Z is a
normalising term, and α and γ are free parameters, meaning that they are constants set by
the modeller to make the performance match a particular subject.

The Binary Sampling Model and Trigram Data Sets

In one of the earliest of the non-deductive TP papers, McGonigle and Chalmers (1977)
not only demonstrated non-human animal learning of TP, but also proposed a model to
account for the errors the animals made. Their subjects were squirrel monkeys (Saimiri
sciureus). Like human children, these monkeys tend to score only around 90% on the pair
BD. To explain this, McGonigle and Chalmers proposed the binary-sampling theory. This
theory assumes that:

• Subjects consider not only the items visible, but also items that might be expected
to be visible. That is, they take into account elements associated with the current stimuli,
especially intervening stimuli associated with both.

• Subjects consider only two of these possible elements, choosing the pair at random.
If they were trained on that pair, they perform as trained; otherwise they perform at chance,
unless one of the items is an end item, A or E, in which case they perform by selecting or
avoiding the item, respectively.

• If the subject chooses an item that is only expected, not actually present, it ob-
viously cannot act on that selection (e.g. grasp the item). However, selection reinforces
consideration of that item, which makes it likely the next pair the animal considers includes
one of the higher-valued of the items displayed.

Thus for the pair BD, this model assumes an equal chance the monkey will focus
on BC, CD, or BD. Either established training pair results in the monkey selecting B,
while the pair BD results in an even (therefore 17%) chance of either element being chosen.
This predicts that the subjects would select B about 83% of the time, which is near to the
average actual performance of 85%.

The binary-sampling theory can be viewed as a naive probabilistic model — it incorpo-
rates the concept of expectation, but not in a full-fledged probabilistic framework. It proved
controversial both because of lack of parsimony (or explanation) for the ‘imagining’ the ex-
tra items, and for apparently contradicting the symbolic distance effect, since further-apart
pairs may require more operations (though see McGonigle and Chalmers (1992)). What is
significant to the present model is that it motivated McGonigle and Chalmers to generate a
data set showing the results of testing monkeys (and later children (Chalmers & McGonigle,
1984)) on trigrams of three items. The binary-sampling theory predicts that for the trigram
BCD there is a 17% chance D will be chosen (half of the times BD is attended to), a 33%
chance C will be chosen (all of the times CD is attended to) and a 50% chance of B (all
of BC plus half of BD). Any model using a fully sequential representation, or indeed true
TP, would of course predict 0%, 0% and 100%. In fact, the monkeys showed 3%, 36%, and
61%, respectively. Human children of six years of age showed a similar pattern on trigram
results (Chalmers & McGonigle, 1984).
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Trigram testing has been critisized on the grounds that the sudden presence of three
items might confuse the subjects and degrade their performance. This criticism was ad-
dressed by McGonigle and Chalmers (1992) when they repeated the experiments behind
their 1977 work but with more attention to reaction times and with an extra set of training
on pseudo-trigrams. In pseudo-trigrams, only two types of elements were present, one of
which (chosen at random) was a duplicate. The quality of the dataset is further supported
by the fact it was accounted for extremely well by the model of Harris and McGonigle
(1994).

The Production-Rule-Stack Model

Harris and McGonigle (1994) present an ordered action associative model based on a
production rule stack. This model was originally developed by Harris (1988) to account for
the McGonigle and Chalmers (1977) data. This work helped motivate the the McGonigle
and Chalmers (1992) study, which Harris and McGonigle (1994) models. The production-
rule-stack model accounts for both aggregate and individual data from these studies very
well, and significantly better than the binary sampling model.

The term production rule comes from artificial intelligence (AI). It is a representation
which tightly associates a particular context or sensory precondition with an action. A stack
is a common representation from computer science. As the name suggests, it is a set of
objects which have to be visited in order: the top item must be looked at before you can see
the second-from-top item and so on. With a production-rule stack, productions are checked
in order beginning from the top of the stack. If, when checked, a production’s precondition
is met by the environment then the action half of that rule — the action associated with
the stimulus — is expressed3. For example, a precondition might be able to see A and an
action might be grab the item holding your visual attention.

The Harris and McGonigle (1994) production-rule-stack model requires the following
assumptions:

1. The subject knows a set of rules of the nature “if A is present, select A” or “if D
is present, avoid D”.

2. The subject has a prioritisation of these rules.
For an example, consider a subject with the stack:

1. (A present) ⇒ select A
2. (E present) ⇒ avoid E
3. (D present) ⇒ avoid D
4. (B present) ⇒ select B

Here the top item (1) is assumed to have the highest priority. If the subject is presented with
a pair CD it begins working down its rule stack. Rules 1 and 2 do not apply, since neither
A nor E is present. However, rule 3 indicates the subject should avoid D, so consequently
it selects C. Priority is critical. For example, for the pair DE, rules 2 and 3 give different
results. However, since rule 2 has higher priority, D will be selected.

Harris and McGonigle (1994) make one more critical assumption:

3In AI terms the rule is said to be triggered or fired; in computer science terms the action is said to be
executed.
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1. When there are more than two items (as in the trigram test cases), an ‘avoid’ rule
results in random selection between the items not currently attended to.
For example, consider the situation where there are three blocks available B,C, E. If the
agent is applying the rule 2 above, and has found and attended to a block E, the ‘avoid’ ac-
tion means that it is equally likely to actually grasp either B or C. This assumption explains
the performance degradation of children and monkeys on the trigram data. This is why
trigrams can be used to discriminate ordered-action-associative models from conventional
sequential models on the basis of expressed behaviour.

Harris and McGonigle (1994) model the conglomerate monkey data so well that there
is no significant difference between the model and the data. For example, over all possible
trigrams, the rule-stack hypothesis predicts a distribution of 0, 25% and 75% for the lowest,
middle and highest items. Binary sampling predicts 3%, 35% and 63%, and true inference of
course 0%, 0% and 100%. The squirrel monkeys in McGonigle and Chalmers (1977) showed
1%, 22% and 78%. Further, (Harris, 1988) was able to match the individual performance
of most monkeys to a particular stack.

Without trigram data, there would be no way to discriminate which rule set the
monkeys use. However, with trigram data, the stacks are distinguishable because of their
errors. For example, a stack like

1′. (A present) ⇒ select A
2′. (B present) ⇒ select B
3′. (C present) ⇒ select C
4′. (D present) ⇒ select D

would always select B from the trigram BCD by using rule 2′, while the previous stack
would select B 50% of the time and C 50% because it would base its decision on rule 3.

There are 8 discernible correct rule stacks of three rules each which will solve the initial
training task. There are actually 16 correct stacks of four rules, but trigram experiments
cannot discriminate whether the fourth rule selects or avoids (Harris & McGonigle, 1994,
p.325).

Model

Although Harris and McGonigle (1994) account well for the trigram data, their
production-rule-stack model is somewhat unsatisfying, because its components seem ar-
tificial. Why would subjects order productions rather than stimuli, particularly if there are
the same number of each? Why would a rule be triggered by only a single stimulus rather
than by both items of a trained pair? Why are there only two possible actions, select and
avoid, one of which (avoid) has an arbitrary outcome? In order to better understand the
model and to further test it for biological plausibility, we have built a learning version of
the ordered action associative model.

The goal of this model is not to try to to improve on the Harris and McGonigle
(1994) outcome for modelling the trained monkeys, since that is already excellent. Rather,
the goal is to build a model which learns such a model in a biologically plausible way, and
to thus better understand what sort of representation might be underlying the transitive
performance shown in squirrel monkeys and young children. Thus our model succeeds if
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it can learn from the same experience the primate subjects are exposed to a model which
behaves exactly as the production-rule-stack model does.
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Figure 2. The two-tier model. When the agent observes a set of stimuli (a), a weight vector (b,
the first tier) determines which item present is most salient. This attracts visual attention (c) and
determines which rule vector (d, the second tier) selects the appropriate action (select or avoid)
which controls the monkeys grasp (e). The two vectors that were most recently active (a and one
of d) are then updated as determined by the result and the learning rule (Equation 2).

Our model is a two-tier system: one tier to learn the appropriate action associated
with each stimuli, and one to learn the ordering (or prioritisation) of these associated ‘rules’
(see Figure 2). For both these learning tasks, priority is represented with a weight, the value
of which is learned through reinforcement. For the weights associated with the rules, the
larger weights are analogous to being higher in the rule stack. For the rules, only the one
with the larger weight is fired when its stimuli is triggered.

The Harris and McGonigle (1994) model provides for only one rule per item and only
two possible rules. In keeping with this, the two-tier model consists of a list of stimuli
seen, each associated with its own 2-item list of possible rules (select or avoid). When the
agent sees a new item, it adds it to its list of stimuli. The biological plausibility of these
assumptions is addressed in the General Discussion.

All of the weights in a single list are normalised (they sum to 1 — see discussion
above under Simple Associative Representations). When a new stimuli is seen, it receives
the weight 1/N , where N is the current number of discrete stimuli. New items in the
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stimulus list are also associated with a rule-list where both select and avoid have weight 0.5.
Figure 2 illustrates how a subject chooses a stimuli under the two-tier model. At the

beginning of a trial, the subject is presented with some number of stimuli, generally two or
three. If any of the stimuli are new, they are added to the stimuli tier by the process just
described. Next, the subject determines which stimuli present in the scene has the highest
priority. The highest-priority stimulus — the one associated with the largest weight —
determines the focus of the subject’s attention. Next, the subject examines the action-tier
associated with that stimuli. The highest priority action in the rule-list associated with
the stimuli currently attended to determines whether the subject selects the object it is
attending to, or ‘avoids’ the object by grasping another object. If there is more than one
other object present and the subject is avoiding, then which unattended object is chosen is
determined at random. For either tier, in the case where weights are equal, one option is
selected arbitrarily.

After a stimuli is selected, the subject finds out whether it is rewarded. Weights for
both tiers are updated after every trial. In contrast to the complex update rule in eq. 1, we
use a simple step function which roughly approximates known conditioning models (Waelti,
Dickinson, & Schultz, 2001; Rescorla & Wagner, 1972).

The same learning rule is used for both tiers. The weights for any particular list (the
stimuli list in the first tier or one of the action lists associated with a single stimulus in the
second tier) are represented as a vector w. Consider the pair XY , where X is what the
subject selected and Y is a near alternative4, then wX and wY are the weights associated
with X and Y respectively. The update rule for these weights is this:

If X is correct and wX−wY < Ξ), add δ to wX ;
else, if X is incorrect, add δ to wY . (2)

where Ξ and δ are free parameters. Ξ is a threshold, over which reward is so expected that
it no longer prompts learning. δ is the amount a weight is changed by a single bout of
learning. If a weight-change occurs, w is subsequently renormalised.

Methods

Model Testing through Artificial Life Simulation

The experiments in this paper were performed in artificial life (ALife) simulations.
ALife allows a researcher to evaluate algorithms that are too complex to analyse formally
(Axtell, 2000). ALife evaluations operate by running simulations, then performing standard
hypothesis testing to see whether the simulated results are a good match to the original
data.

An ALife model can be thought of as a very well specified hypothesis. Once a model
has been built, the process of simulation also allows one to search broad parameter spaces
that would be relatively difficult or expensive to test in the laboratory. These runs then serve
as predictions from the model. If desired, a relatively sparse set of these predictions, perhaps

4If X is a stimulus, Y is one of the other stimuli present chosen randomly, if X is an action then Y is the
second–highest priority action for that stimulus.
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those that are most surprising or vary most between different versions of the hypothesis,
can then be tested against experiments with living subjects.

Further validation of an ALife model occurs when simulation results unexpectedly
converge with previously-observed, real-world phenomena. This is the case for the experi-
ments described below.

Details of the Simulation

The ALife agents were written in the Common Lisp Object System (CLOS) (Steele
Jr., 1990), a standard programming language frequently used for artificial intelligence. The
code was developed under the Behavior Oriented Design methodology, developed by one of
the authors (Bryson & Stein, 2001b; Bryson, 2001), and implemented on top of a graphical
software development environment for CLOS called LispWorks (Xanalys, 2001)5. Develop-
ment took place in a Linux environment (Red Hat, 2001); experiments were run under both
Linux and Windows (Microsoft, 2001).

The artificial intelligence (AI) program that runs the simulations controls not only
the learning agents, but also the operation of the test apparatus including the recording of
results. The program is modular, and the knowledge in the modules representing different
real-world agents (the subjects, apparatus and operator) is kept isolated from the other
agents’ knowledge. That is, although the testing-apparatus modules contain knowledge
about the correct solution of the experiment, the test subject has no direct access to this
knowledge except as evidenced by the reward.

On each trial, the testing agent (the apparatus) generates an n-gram (either bigram or
trigram) as appropriate to the current phase of the experiment and places its element in the
test-board. The learning agent (the subject) then selects one of the options by transferring
it from the test-board to its hand. The apparatus determines whether the subject has
chosen correctly and provides reinforcement with either a ’peanut or a ’buzzer token. The
apparatus also records the results, and ends the trial by clearing the testing area.

When the subject is presented with the test-board it selects an object as described
earlier (see Figure 2). When the subject receives reinforcement, it applies the learning rule
in Equation 2 based on its current variable state (its expectations), its current context (the
contents of the test board and its hand, and the rules to which it is attending) and the
presence or absence of the ’peanut reward.

In the first two conditions described below, an indefinite number of trials were run
until the simulation was terminated by the human experimenter. In the third condition,
the apparatus was enhanced to run the training and testing procedure shown in Table .

Results and Discussion

Experiment 1

Before completely implementing the two-tier model we first tested our simulation (the
apparatus and subject agents) and learning rule (Equation 2) with a single-tier model. This
provides a rough replication of the standard, simple associative approach (see Section ). It is
also equivalent to running the two-tier model with only one possible rule for each stimuli —

5A personal edition of LispWorks is available for free download from its manufacturers, and all software
used in this paper is available from the authors.
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select. Figure 3 shows a single exemplar of a typical result for standard transitive inference
modelling, when pairs have been presented in random order. Unlike real animals (including
children), these models perform well regardless of training regime. Learning on this task is
twice as fast if the agent is initially presented only with training pairs than if it is trained
on every possible pair, presumably because the training pairs provide more information on
the precise ordering of the items.
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Figure 3. A typical result for a one-tier learning agent. X-axis: trial number; Y-axis: weights of
stimuli vector (sum to one). Free variables are set to Parameters: Ξ = .08, δ = .02. Key: A•, B−,
C∗,D©, E5.

If Ξ > 0.1, then a stable solution for five items cannot be reached. This is because
there is no way that five weights can be more than 0.1 different from each other, yet sum
up to 1 (see Equation 2 and the discussion of normalisation.) If Ξ = 0.1, then it is possible
that the weights can be [0, 0.1, 0.2, 0.3, 0.4] which sums to 1. For any value of Ξ < 0.1 there
are many possible stable solutions6.

If learning can’t stabilise, the model is open to a ‘hot hands’-like phenomena (Gilovich,
Vallone, & Tversky, 1985), where a solution that has recently been very successful may get
more favour than it deserves. When there is a chance reiteration of one particular pair, the
higher element of that pair can accumulate so much reinforcement that its weight surpasses
the element that should be above it. Thus the agent over-estimates the value of an item
because of its recent “winning streak”. This is illustrated in Figure 4. These results provide
one possible explanation for individual differences in transitive task performance. Individual
differences in stable discriminations between priorities can affect the number of items that
can be reliably ordered.

6Normally in AI, agents are considered to have learned a task when their weights have stabilised. This
of course can’t map directly to the animal research, where learning must be judged by expressed behaviour.
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Figure 4. One-tier learning in an agent with a ‘stupider’ parameter set: Ξ = .12, δ = .02. This
cannot find a stable solution (see text) thus occasionally gives wrong responses. Key: A•, B−,
C∗,D©, E5.

On the other hand, in the one-tier model the unstable competing weights often rep-
resent the two top-priority stimuli (see Figure 4). This violates the End Anchor Effect,
so is not a biologically plausible result. However, the other end of the series is reliably
well-discriminated. Consequently, this model might be able to represent simple associative
learning (which may exist in pigeons or rats, see the Discussion) if instead of using a single
vector to represent the learned priority sequence we used a dual-vector representation such
as the Start-End model proposed by Henson (1998) to reliably anchor each end. Even so,
this model would not explain primate performance on trigram testing. For this we need an
ordered action associative model.

Experiment 2

The two-tier model is an ordered action associative model, like that of Harris and
McGonigle (1994), but including learning. It is an extension of the one-tier model which
learns not just priorities for stimuli, but also connections between stimuli and actions (see
Section ). We tested learning in the two-tier model across a range of parameter values:
every combination of Ξ drawn from .08, .1, .12, .14 and δ drawn from .01, .02, .04, .08, .12, .16.
Figures 5 and 6 illustrate typical exemplar outcomes for the two-tier model. Rule selection
is made very early in training and remains stable once established, so is not represented in
these figures except in the captions. Nevertheless, the added complication of rule learning
defeats the simple learning regime used in the one-tier experiments. Without a training
regime, the two-tier model generally learns either the solution shown in Figure 5 or a
symmetric one with the select (B) and avoid(C) fighting for top priority.

A correct stack must be either in sequence [s(A)s(B)s(C)] or [a(E)a(D)a(C)] or an
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Figure 5. Two-tier learning with no training regime. Rules learned in descending order of priority:
select D©, avoid C∗, avoid B−. The system cannot stabilise because it is far from a complete
solution, but it behaves correctly for every training pair except CD. Parameters: Ξ = .08, δ = .02.

ordered cross of these (e.g. [s(A)a(E)s(B)]). See Table for a complete list. Although
the rules learned by the typical (failing) two-tier agents without training regimes have a
very different order, they still perform well on the training task. For each failing agent,
only one training pair is incorrect: that of the two top-priority stimuli. For example, in
Figure 5, the only training pair which cannot be handled is BC. Notice that although
the learning in Figure 5 has not stabilised, the behaviour has. Whether a(B) or s(C) is
highest priority, when presented with B, C, the agent will (incorrectly) grasp C. These
agents display something of the Serial Position Effect by confusing only central pairs.

The agent in Figure 5 definitely display the End Anchor Effect. Agents quickly learn
rules which avoid making errors involving the two end points. The agent in Figure 5 may
appear to neglect the two endpoints, since the weights of the stimulus-rule pairs associated
with those stimuli are very low. But in fact, this agent gets the end pairs (AB and DE)
correct 100% of the time by associating the rule avoid with B and select with D. By
reducing the values of the A and E rules, the agent that learned the ‘correct’ behaviour
in the end-point cases by associating it with the inner member of the end pair protects
itself from a possible incorrect rule associated with the outer member. However, this leaves
such agents with no possible solution for correctly learning both middle pairs. The learning
system winds up fixated on trying to solve an impasse in the middle of the sequence, but
the learning algorithm cannot solve that quandary.

About one time in five (19% of the time, N = 288; Table , column 2) two-tier agents
without a training regime do learn a correct solution. If successful learning was the simple
consequence of the agents being at chance for learning a rule about either the inner or the
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outer element of the two end pairs, we would expect that the agents would learn both ends
correctly 25% of the time, each end 25% of the time, and neither end 25% of the time. We
can dismiss this possibility: χ2(3, N = 288) = 35.68, p < .001. The fact that the inner end-
pair elements, B and D occur in twice as many pairs as the end element leads the two-tier
model to both inner cases 40% of the time (166 in 288), not 25%. When correct solutions
were learned, they came evenly from all parameter values, and seemed evenly distributed
across all possible correct solutions enumerated by Harris and McGonigle (1994) (Table ,
column 2).

Since any correctly learned two-tier system is logically equivalent to some Harris and
McGonigle (1994) stack, all agents which successfully learn the training pairs also necessarily
exhibit perfect transitive performance, at least on pairs of stimuli. We will discuss what
happens with trigrams in the two-tier model in the next section.

We would obviously like to compare these results with the outcomes of primate sub-
jects who fail to meet criterion on the initial pair learning part of the transitive learning task.
Although no trigram results were reported for monkeys or children that missed criterion,
one monkey subject, Roger, passed criterion but still showed a consistent error between the
3rd and 4th item (Harris & McGonigle, 1994, p. 332). Roger’s errors are in keeping with
the results of this model.
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Figure 6. Rule Learning with Phased Training. Labelled lines indicate the end of training and
testing phases (see Table ). This agent arrives at different stable solutions at different points, but
they are all correct. Here the rules are: select A•, avoid E5, avoid D©. The agent succeeds with
very ‘stupid’ parameters: Ξ = .12, δ = .06.

Experiment 3

Like children and squirrel monkeys, the two-tier model is much more successful at
learning when provided with a phased training regime. We used the one described by
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Table 2: Production-rule-stack equivalents to solutions by monkey subjects and by two-tier agent
subjects undergoing various forms of training. The distribution of solutions is strongly determined by
the order training pairs are presented. The analysis of the monkey’s correlated stacks was performed
by (Harris & McGonigle, 1994).

Regime starting w/ E, D Regime starting w/ A,B Starting w/ A,B
Correct Stacks No Regime after after after after McGonigle &

training testing training testing Chalmers
s(A) s(B) s(C) 8 51 41 – – –
s(A) s(B) a(E) 12 68 26 – – –
s(A) a(E) a(D) 3 – 1 4 2 2
s(A) a(E) s(B) 7 4 16 3 1 2
a(E) a(D) s(A) 9 – 1 57 50 –
a(E) a(D) a(C) 8 – – 59 47 1
a(E) s(A) a(D) 7 3 – 4 11 –
a(E) s(A) s(B) 2 1 13 – 3 –
Total Correct 56 127 98 127 114 5

Total 288 144 144 144 144 7

Chalmers and McGonigle (1984, described in Table ). The results, shown in Table , are
that 88% (254 of 288) of agents successfully learn the training pairs and therefore the TP
task. The two-tier model is somewhat more like the squirrel monkeys than the children in
that it more reliably learns TP than children given the same training regime. Nearly all
successful agents converge quickly, and the ones that fail to meet criteria fail early, usually
by Phase 2a.

Using the same set of parameters as we did for the agents with no phased training
regime, phased training results in approximately 7 in 8 agents passing criteria (254 vs. 56
successes out of N = 288 for each condition). Successful learning for agents with phased
training is highly dependent on δ; when δ was large (values in .08, .12, .16), one in four
agents failed, otherwise there were only a very few failures (3), all of which had the lowest
tested δ, δ = .01 (Nδ=.01 = 48). Since δ determines the rate of change after training, it
is unsurprising that a very low δ results in a slow learner. Even when such agents make
criterion, they may never learn a stable solution (see e.g. Figure 7).

One advantage of an ordered-action associative model over a simple associative one
can be seen in fact that, during initial training, stable representations are learned that
involve rules with nearly the same priority. This is because some rules will never be com-
pared. For example, items E and A do not occur together in any of the training pairs, so
there is no pressure to differentiate their weights prior to TI testing (see Figure 6, phases
P2b–P3). This is significant if neural systems have limited capacities to discriminate differ-
ent stable orderings (see discussion in the last section, and Cowan, 2001; Gallistel, Brown,
Carey, Gelman, & Keil, 1991). For tasks involving stimuli which never co-occur, the rule
representation allows for stable learning with either more items or larger values of Ξ. A
more natural example of such a task than TI would be navigation, where some landmark
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Figure 7. Phased Training where learning slips during trigram testing. Rules are: select A•, select
B−, and either avoid E5 or select C∗. Parameters: Ξ = .12, δ = .02

features might never occur in the same place.

Another thing to notice in the phased learning results is that significant learning oc-
curs during testing. This phenomena was also reported with monkeys (Harris & McGonigle,
1994). Learning occurs because rules that previously were never compared (e.g. those trig-
gered by any two non-adjacent items) will be now. If their weights do not already happen
to be at least Ξ apart, learning is triggered, regardless of whether they were correct or how
they are reinforced. This explains the utility of continuing to differentially reinforce training
pairs, a common procedure during the testing phase of the TI task.

Harris and McGonigle (1994) report improved performance during trigram testing
despite the fact the animals were rewarded regardless of choice. This indicates their monkeys
were still learning. However, some two-tier agents showed performance degradation during
trigram training (see “after training” columns in Table ). Figure 7 shows one cause for this
failure: a slow-learning agent that fails to find a stable solution has two priorities converge,
which can lead to incorrect choices if these are both selects or both avoids. Agents with
larger values of δ can find a new stable (but sometimes incorrect) solution during trigram
testing. Recall that during trigram testing any solution is reinforced, though during bigram
testing, training pairs are still differentially rewarded.

McGonigle and Chalmers (1992) do not report any monkeys having their performance
degrade during trigram testing. If this never occurs, this would be a point of inconsistency
with our model. However, McGonigle and Chalmers had an N = 5 monkeys pass criteria.
Only 42 of 254 successful artificial agents (16.5%) slipped during testing, so there is no
significant difference between the reported results.
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General Discussion

The results of our model have not only met but exceeded the goals of our simulation.
We have achieved our goal by showing that an ordered action associative system like that
of Harris and McGonigle (1994) can be learned. Further, it can be learned with a very
simple learning algorithm. Unlike backpropogation (a popular AI neural-network learning
algorithm often applied to psychological modelling, De Lillo, Floreano, & Antinucci, 2001;
McClelland, McNaughton, & O’Reilly, 1995), the learning rule we used is uncontroversial
in its neurological plausibility. It is a simplified version of delta learning (Widrow & Hoff,
Jr., 1960).

The model also exceeds our original goals. The model displays the End Anchor and
Serial Position effects, and requires the same phased training that children and squirrel
monkeys require to have a similar number of agents pass criteria. That these features of the
model were unintended consequences of two-tier learning further validates our model, the
work of Harris and McGonigle (1994), and ordered action associative models in general.

In the beginning of this paper we introduced three different representations which
we claim underly TP in different situations. This section will suggest explanations of why
there might be so many representations as well as further describing the ramifications of
our model. In the remainder of the discussion we will address three matters: the parsimony
of the two-tier model, two other models of TP which do not fit into any of the three
representations, and finally the biological basis of the different representations.

The Parsimony of the Two Tier Model

We believe the two-tier model (a version of c in Figure 1), while seeming more complex
than other models (e.g. a and b), is actually more parsimonious when one takes into account
the fact that it also explains how animals know whether to represent stimuli as sequential.
The answer is, they don’t need to recognise that attribute. The sequencing is of behavioural
priorities, not of items, and ordering behaviour priorities is a natural and obligatory aspect
of a multi-step task. It is important that steps nearer the goal of the task have higher priority
so that the agent is able to take advantage of opportunities. Thus the consummatory actions
should always have the highest priority (Tyrrell, 1993; Bryson & Stein, 2001a).

Of course, not all task performance is encoded in this way. This sort of representation
consumes time and requires mental processing resources, thus animals which are short in
supply of either are more likely to rely on fixed action patterns (FAPs). Also, learning is
inherently unreliable, so some important behaviour sequences which are unlikely to need
adapting may be genetically encoded.

Nevertheless, the quality of the fit of the Harris and McGonigle (1994) model still
seems surprising. First, why would subjects focus only on a single item as the precondition
of an action? Why wouldn’t they instead learn the appropriate action for each pair of
stimuli when this would give a more accurate result? Second, why would an ‘avoid’ action
which non-deterministically chooses between any other options be one of only two possible
actions? Given the demonstrated quality of both the Harris and McGonigle (1994) model
and of the present two-tier model, these questions have been transformed into open research
questions.
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We propose a possible explanation based on considering the full individual history of
the acquisition of the two-tier model:

1. In the earliest stages of training, when the subjects learn to grasp an object for a
reward, they learn the basic rule structure associating any stimulus and the response select.

2. When subjects are first presented with pairs, they are initially trained on extended
blocks of trials using just a single pair. Subjects discover that they may select only one
object. We propose that at this stage subjects learn two things: to discriminate stimuli,
and also to inhibit the select stimulus in some contexts. This inhibition results in the avoid
rule being learned and associated with some objects that, for whatever reason of individual
history or preference, are highly salient (hold the subject’s attention.)

3. Finally, as they are exposed to more pairs of stimuli, subjects must learn (or adjust)
prioritisation between neighbouring inhibition rules. This is the stage of learning that the
two-tier model models.

In this account, the origin of the single-item cue is the original learned behaviour
pattern: the grasping of a single item. The origin of the two actions expressed by the agents
is also accounted for. This explanation assumes that animals are innately conservative in
what they try to learn about, adding no more features than are strictly necessary. Such
a strategy makes sense not only because of parsimony, but because it reduces the degrees
of freedom of the problem, thus increasing the probability that the animal will successfully
learn7.

Our model is also parsimonious in that it provides for the nearly the entire set of TP
effects described in Section , except for the symbolic distance effect. Accounting for the SDE
as well requires one further assumption: that the process of selecting between two rules takes
longer the more similar the two priorities of the two rules are. For example, the ‘decision’
to act on one rule may require a buildup of activation that is inhibited by competing rules
in proportion to their priority. Thus when two competing rules are similarly weighted, this
process is likely to be both longer and more arbitrary. This is essentially an elaboration
of a common assumption expressed in existing simple associative models (Wynne, 1998),
and in other temporal models based on neural activation (Glasspool, 1995; McDonald &
Lowe, 1998). Of course, in the case of the two-tier model, the result of this process would
not produce the typical SDE for every individual. However, the SDE appears to be an
aggregate rather than an individual effect (McGonigle & Chalmers, 1992). We intend to
explore the SDE further in future work.

Incompatible Models of Transitive Performance

In the introduction we described two other representations besides ordered action
associative models which may underly some expressions of TP. These are the simple asso-
ciative representation (e.g. value transfer) and the innately sequential one. In this section
we address two existing models which do not fall into these categories. In dismissing them
we further illuminate the action associative model. In the next section we will discuss when
the three representations we do find probable are used.

We will begin by acknowledging a vast cognitive modelling literature that uses pro-
duction rules (sense/action pairings) as its basis. This literature is generated by two com-

7We use the term strategy here to mean an innate, evolved solution, not something intentionally selected
by the subjects.
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munities that use related technologies for creating their models: Soar (Newell, 1990) and
ACT-R (Anderson, 1993). Wood, Leong, and Bryson (2004) have examined ACT-R on the
TP task. ACT-R is fairly similar to the two-tier model, except that it does not provide for a
stable prioritised ordering of rules. Rather, ACT-R expects to find a single rule that is most
useful in any particular context. As such, ACT-R cannot fully model the TP performance
reported by (McGonigle & Chalmers, 1992).

De Lillo et al. (2001) present a backpropogation model which displays the Symbolic
Distance Effect (see Section ), but does not account for the McGonigle and Chalmers
(1977) trigram results. Backpropagation is a machine-learning technique which allows
weight changes to be determined across layers of vectors simultaneously (Hertz, Krogh,
& Palmer, 1991). Similar to the two-tier model, De Lillo et al. (2001) use a two-layered
approach. The difference in outcomes between these models shows the importance not only
of modularity (in this case, layers) within a network, but also of configuration.

No learning system can operate successfully in a reasonable amount of time without
being provided with bias (Wolpert, 1996). The very structure of a network, its connectivity
and its connections to sensing and action, serves as that bias. If the two output units of the
De Lillo et al. (2001) model were connected to select and avoid instead of ordinal positions
on the board (left and right), their model would be fairly similar to ours, and might even
learn the task. However, notice that for our simulation these ‘layers’ were separated in
different modules, the results of each of which were necessary for the action sequence. The
output of the first ‘layer’ determines not only which rule is chosen, but also which item
is being visually fixated when that rule is chosen. This is critical to the operation of the
avoid rule, particularly in the trigram case. Also, the learning rule we used functions more
quickly and with more biological plausibility than backpropagation.

De Lillo et al. (2001) draw attention to another study and model due to de Boysson-
Bardies and O’Regan (1973). In de Boysson-Bardies and O’Regan (1973), both children
and adults were presented the TP task with no phased learning. Rather, they were
given either pairs presented in random order or iterations of ordered presentations (i.e.
AB, BC, CD, DE, AB, BC . . .). Adults learned the condition with the ordered presenta-
tions better, but children learned both conditions at the same rate.

Table 3: Comparison of results from de Boysson-Bardies and O’Regan (1973) Experiment 4, their
labelling hypothesis, and the two-tier model. The subjects were deliberately not trained to full
performance on the training pairs (AB and CD) but the models do not take this into account. See
Table for explanation of the two-tier values.

pair subject labelling two-tier
scores hypothesis hypothesis

A > B 88 100 100
A > C 52 50 50
A > D 85 100 88
B > C 27 0 13
B > D 50 50 50
C > D 87 100 100
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Table 4: Explanation of two-tier predictions from Table . For each training pair, we assume each
agent is at chance for learning one rule (either a select or an avoid) to solve it. Since the two rules are
learned in isolation from each other, we also assume that when both happen to be applicable, which
rule has higher priority is at chance. Predictions are for the percent chance of selecting as if the rule
shown under ‘pair’ holds. Individual predictions are based on possible rule sets an individual might
have acquired in training; aggregate predictions assumes an even distribution of individuals.

pair applicable individual aggregate
rules predictions prediction

A>B s(A) 100 100.0
a(B) 100 .

A > C s(A), s(C) 50 50.0
s(A) 100 .
s(C) 0 .

–none– 50 .
A > D s(A), a(D) 100 87.5

s(A) 100 .
a(D) 100 .

–none– 50 .
B > C s(B), a(C) 0 12.5

s(B) 0 .
a(C) 0 .

–none– 50 .
B > D a(B), a(D) 50 50.0

a(B) 0 .
a(D) 100 .

–none– 50 .
C>D s(C) 100 100.0

a(D) 100 .

de Boysson-Bardies and O’Regan (1973) propose an explanation of the children’s TP
which they call the labelling strategy. This is somewhat like the binary sampling theory,
in that it first assumes the children associate the labels ‘big’ and ‘small’ with items in
pairs, and then posits a complicated set of transformations to explain performance on the
middle items. What is interesting is that de Boysson-Bardies and O’Regan (1973) test
their theory (in their fourth experiment) by training children only on the pairs A > B and
C > D, then testing them on all possible combinations of stimuli (see the first two columns
of Table ). Their labelling-strategy model successfully predicts that most children consider
that A > D and B < C, rather than coming up with a complete ordering of the pairs (e.g.
A > B > C > D or C > D > A > B).

The two-tier model on this task predicts that for each pair the children learn
1. to focus on one item, and
2. to either select or avoid that item.

We assume they learn no rule for the other item. Given this model, and assuming that
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all rules are equally likely to be learned across all items, aggregate data for two-tier model
actually matches the de Boysson-Bardies and O’Regan (1973) data better than their own
model does on the two pairs where the predictions differ (see Table ). Note though that for
individuals, our model predicts 75% of children will consistently choose A > D and B < C,
while 25% will be completely at chance for the first presentation of these pairs, because
they will have no applicable rule.

Thus it seems that the labelling-strategy hypothesis, like the binary-sampling hypoth-
esis, is an early but incomplete attempt to address the fact that some transitive performance
cannot be explained by simple associative or innately sequential representations. This is
not to say that no TP can be explained by such mechanisms. We now turn the discussion
to when and how these various representations may be applied.

Mechanisms and Contexts for the Two-Tier Model

We believe the two-tier model represents a more general purpose learning system, not
one specialised to the task of transitive inference. This distinction is significant because
some authors have proposed that the innate capacity for TI has evolved for some special
purpose, for example determining social rank (Hogue, Beaugrand, & Lagu, 1996; Bond,
Kamil, & Balda, 2003). Again, the fact that performance on TP often degrades when more
than two items are presented makes such an explanation unlikely. But what sort of tasks
require an ordered action associative representation?

One way to begin to answer this question is to consider where the learning might be
occurring. The two-tier model splits the problem of task-learning into two parts:

1. learning to associate actions with environmental cues
2. learning to prioritise these associations or cues8 when more than one set holds.
Neuroscience indicates that the long-term learning of such rules, including categori-

sation for action selection, seems to be dependent on both the prefrontal cortex (Freedman,
Riesenhuber, Poggio, & Miller, 2001; Wallis, Anderson, & Miller, 2001) and the hippocam-
pus. In particular, the entorhinal cortex seems necessary for forming episodic or event
memory necessary for tasks such as paired association, while the hippocampal formation
proper is necessary for learning more complex relations (Alvarado & Bachevalier, 2000;
Baxter & Murray, 2001).

The hippocampus has long been implicated in memory consolidation. Its very sparse,
redundant coding system seems ideally suited to recording memories in real time which
can then be consolidated — saved to long-term storage in an integrated representation —
using a slower learning mechanism (McClelland et al., 1995; Louie & Wilson, 2001). Thus
the following might be a reasonable neurobiological explanation of the model presented
in this paper. The basic association between stimuli and behaviours would be performed
by the prefrontal cortex generalising from associations learned by the entorhinal cortex.
The hippocampal formation would learn prioritisation between these associations. This
explanation is supported by recent fMRI results by (Heckers, Zalesak, Weiss, Ditman, &
Titone, 2004).

8Because our model indicates that the subjects never learn multiple rules for the same cue contexts,
determining a prioritisation for the cues is behaviourally indistinguishable with determining a prioritisation
for the rules.
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To return to the question of a fundamental task that involves comparing two cues,
we would like to propose navigation. In navigation, the animal always needs to compare
its current location with the location it is attempting to find. The hippocampus has often
been implicated in navigation, particularly with relatively simple mammals such as rats.
On the other hand, it has also been shown to represent non-navigational elements of task
performance as well, such as local goals and actions. In fact, it entirely reconfigures itself
depending on the animals current behavioural context (Bechara et al., 1995; Levy, 1996;
Wiener, 1996; Kobayashi, Nishijo, Fukuda, Bures, & Ono, 1997; Skaggs & McNaughton,
1998). Further, experience in creating AI systems capable of robust task performance have
shown that ordered action associative representations can be extremely useful for robust,
opportunistic task performance (Nilsson, 1994; Bryson & Stein, 2001a).

Thus we propose that primates may have evolved the ordered action associative rep-
resentation in the context of navigation, but that the capacity is now applied to a variety of
complex task-learning situations. But this hypothesis begs the question — why does rat TP
learning seem more characteristic of simple associative representations? (Elzakker, OReilly,
& Rudy, 2003; Dusek & Eichenbaum, 1997) Rats obviously are capable of hippocampal
learning. We suggest that this may be due to the profound difference in the way rats are
presented with the TP problem. The cues they are learning are odour, and the action they
are performing is digging for food, not grasping abstract, meaningless objects. (Garcia &
Koelling, 1966) established that rats can learn to associate cues in food-related tasks that
they cannot associate in pain/fear avoidance tasks, and vise versa. Highly food-salient con-
texts for both sensing and action could well trigger the rats to perform amygdalic rather
than hippocampal associative learning. Meanwhile, the primates could be doing something
quite different in a context where food is not directly involved (Bechara et al., 1995; Boysen,
Bernston, Hannan, & Cacioppo, 1996; Hauser, 1999).

Of course, most of the simple associative literature is associated with pigeons (Fersen
et al., 1991; Siemann et al., 1996). We have no evidence to date that pigeons are capable
of flexible task performance that might be supported by an ordered action associative rep-
resentation. Pigeons certainly learn sequences very differently from primates (Terrace &
McGonigle, 1994).

As mentioned in the introduction to this paper, we do have evidence that both human
and non-human primates can form innately sequential representations and exhibit TP with
them (Stromer et al., 1993; Henson & Burgess, 1997; Brannon & Terrace, 2000; Treichler
et al., 2003). We believe the use of this special representation is triggered by the consis-
tent presentation or visiting of the the items in their order (Henson, 1998). A possibly
related point is that the adults in the initial de Boysson-Bardies and O’Regan (1973) TI
experiments, when presented with the pairs (not the items) in order, quickly learned perfect
performance on the TI task. However the children were not able to pick up on this cue,
instead apparently applying the ordered action associative model to either the ordered or
unordered sets of data.

Conclusions and Predictions

We have presented a new model, the two-tier model, which accounts for the learning
of transitive performance in both squirrel monkeys and human children in some circum-
stances. This model extends and generalises the work by Harris and McGonigle (1994)
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that accounts for the results of McGonigle and Chalmers (1977, 1992), as well as providing
better explanations for the results of de Boysson-Bardies and O’Regan (1973).

We have also argued that there is evidence of three different representations underlying
various instances of transitive performance in various species. The two tier model is an
instance of a ordered action associative representation — it consists of a set of ‘rules’
consisting of actions paired with environmental context cues, plus a prioritised ordering of
those rules to determine which is used when more than one cue is available at the same time.
We have proposed a neurological basis for this representation and characterised the sorts of
problems for which it may have evolved. We also described how to discriminate it from the
other two representations: simple associative (where a priority is associated directly with a
stimulus) and innately sequential (where stimuli are explicitly ordered sequentially.)

By showing that the Harris and McGonigle (1994) model can be learned in a biolog-
ically plausible way, we have strengthened the validity of their model, which was already
by far the best-fitting model of trigram TP performance. Finding further correlations be-
tween our new model and real animal learning, particularly in the error conditions, further
strengthens the evidence that both human and non-human primates use this sort of repre-
sentation.

Our model makes a number of testable predictions. For example:
• Visual attention should settle on the item associated with a rule just before the

grasp is made — in the case of an avoid rule, this would not be the same item as the one
selected.

• In general, reaction times and visual scanning behaviour should be different for
select and avoid rules.

• For individuals, the ordering of a newly presented item (as in de Boysson-Bardies
and O’Regan (1973) experiment 3) should be determined by the existing rule stack. For
example, if the rule stack is all selects as in Eq. , a new item would be positioned last or
second to last, if they were all avoids it would be positioned first.
Testing these predictions requires running trigram experiments after TP pair training in
order to discriminate which rules were learned by individual subjects. We are currently
seeking collaborations to test these predictions. We are also working on furthering the
biological plausibility of the two-tier model, including extending it to account for the SDE.
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