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Normally the hardest part of prediction is the unknown. But artificial intelligence (AI),
or more simply, intelligence, is one of a small number of topics over which we seem to be
worse than ignorant. Intelligence, cooperation, consciousness, altruism, religion — these top-
ics are so tied to our own identity and self image, that no amount of scientific measurement
or evidence can convince us that we might see something we don’t expect. In the case of
artificial intelligence this is particularly ironic, because the significant successes of the field
have brought us to a far better understanding of our own minds and capacities than descrip-
tive science without modelling could have achieved in the same period. Since the innova-
tions leading to multi-layer neural networks in the 1980s, neuroscience has exploded around
us. Now ordinary scientists can conceive of distributed representations, recurrent networks,
sparse coding for rapid / episiodic memory, and now they can conceptualise the functions,
not just the connectivity, of real neural networks (McClelland et al., 1995; Prescott, 2007).

What if we succeed at AI? What if our first success was artificial memory: writing, and
this allowed our species the security to be able to truly innovate without risk of losing “good
tricks” — proven techniques (Dennett, 1995)? About 10,000 years ago we developed writing,
urbanisation and its associated governance, agriculture, doctrinal (evangelical, large-scale)
religion. Since then we’ve taken over the planet and explored the solar system. We save
and destroy millions of people and many species with our whims and innovations. Does
something else matter more?

What if our most recent AI success — inconceivably large-scale search and categorisation
— has completely eliminated anonymity through obscurity, and allowed our governments
and advertisers alike to know our likely choices before we do, whether those choices are
over politicians we vote for, products we buy or people we love? Is there something else
more terrifying or wonderful than the world’s information at everyone’s fingertips? Is there
something else more important we need to be forewarned about? Is the world adequately
aware of how much we’ve changed it with AI already?

What else are we looking forward to? What “success” is missing? The answer is obvious:
intelligence without human-like motovation doesn’t look very smart to some of us. After
all, in humans intelligence is one of a limited range of powers we can have and exploit to
increase our wealth and social position. If machines (or dolphins or chimpanzees or quiet
people) aren’t doing this can they really be intelligent?

Perhaps the real question is not “what if AI succeeds” but rather “what if someone builds
something intelligent that competes with us?” Notice of course that intelligent machines are
already being used to compete with humans on the battlefield, for jobs / worker efficiency, for
drug patents etc. But to date, in the eyes of the law and most rational adults, the moral agency
and motive force for these machines has been attributed to the owners and operators of those
machines. Then perhaps question we are really being asked is what happens if a machine
says “I want your property, give it to me”, or behave as if it thinks that. I mean here of course
a metal or plastic machine, not a company, religion or government, which are of course also
intelligent, proactive artefacts and already do these things.

The answer to what to do in the unlikely case that sentient-appearing AI asserts social
dominance over humans is simple. The AI should not be believed, and its programmer should
be discouraged (hopefully prohibited) from trying this trick again. This answer is annoying
because it flies in the face of our belief that we are the paragons of intelligence, and therefore
anything intelligent would be like us, and would inevitably suffer were it treated in a way
that would make us suffer. But artefacts are by definition things we build, and we can limit
the extent to which we build in our own image, unless we make such image-oriented building
our primary motivation. That is what I suggest we should prohibit, and indeed the United
Kingdom (UK) has already taken steps towards this prohibition (cf. Boden et al., 2011, and
below).

Think about it — is sentience really important, or is it just a concept we use to try to label
why we are imporant? We are important, without question — we have constructed and em-
body every value our cultures hold dear; there can be nothing more important than humanity
and human culture, even if that means nearly everything we value will one day follow us into
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extinction. But back to sentience — are we talking about self knowledge? Because computers
have perfect access to every state of their memory, and this does them no good. If anything,
the combinatorics of having access to so much information during planning makes an agent
stupider, which is no doubt why we animals are unconscious of so much of ourselves (Bryson,
2012b).

What about love? Is it hard to create a special register for recognising exactly one person
(or perhaps a small class of people), and to in the presence of the beloved improve the per-
formance of some set of behaviours while seriously degrading others? In a computer this is
trivial; in humans it is beautiful, almost by definition of the term beauty, and a core motivating
force to our lives. There’s no contradiction here, nor nothing to fear, except self-knowledge,
which will hopefully ultimately help us (Bryson and Kime, 2011).

The UK’s Engineering and Physical Science Research Council (EPSRC)’s Principles of
Robotics set out two relevant recommendations: first, that an owner/opeator of a robot is
always responsible for its actions (with standard caveats for manufacturers’ liability), and
second that robots should be as un-human-like as possible in appearance, to help ordinary
citizens over the hurdle of realising they are not human-like in terms of moral agency either.
The Principles also specify that AI should be “transparent”, meaning that a sufficiently clear
description should of the intellligence should be made available such that some reasonably-
sized section of educated society could, with self study, understand its basic functioning and
moral status (Boden et al., 2011).

The writers of the EPSRC Principles were concerned that individuals might be fooled by
advertising or other propaganda into investing resources, trust or even aprobation onto ma-
chines, where those resources, trust, or aprobation might better be directed to or at their fellow
humans (Bryson, 2012a). These were concerns about misdirection at the level of individual
votes and purchases. But my greatest fear about “what if we succeed” is that even experts
(including my esteemed coauthors) assert that AI is not yet here, but when it does come things
might change somehow fundamentally. What frightens me is that this misdirects our col-
lective attention from the present to the future. AI is here. It has changed and is changing
everything, and even democracy and capitalism may not in their present forms be enough
to protect us from more of the types of abuses citizens suffered so horribly in the twentieth
century (Valentino, 2004). We should be lending our expertise on understanding intelligence
and information to the problems of legislation, regulation and governance now, not just in the
distant future.
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