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A Quick Survey

• Does artificial intelligence (AI) exist?

• Can AI ever exist?

• Does science understand conscioussnes?

• When might we understand consciousness?

• Could a robot love you?

• Could you love a robot?



Big Dog (by Boston 
Dynamics)



IBM
April, 2011

Jeopardy vs Watson

Videos via Dale Lane, IBM



Some Definitions

• An agent is something that changes its 
environment, or acts.

• A robot is an artefact that generates 
physical actions in real time in response to 
its own perception.

• Intelligence is a goal-directed capacity to 
link context to actions.



Plants and Amoeba 
Collectives Are Intelligent

Plants can wind & unwind 
(reversing decisions) in pursuit 

of support, light, prey.
(Anthony Trewavas, Edinburgh)

Single cell organisms also 
pursue multiple goals & 

hunt prey.

DODDER SMELLS ITS HOST; LOCATES BY VOLATILES FROM HOST



This Is AI

Why isn’t that obvious?



People want to make AI 
they owe obligations to, 
can fall in love with, etc.  – 
“equals” over which we 
have complete dominion.

Joanna J. Bryson and Philip P. Kime, “Just an Artifact: Why 
Machines are Perceived as Moral Agents”, The Twenty-Second 
International Joint Conference on Artificial Intelligence (IJCAI), 
Barcelona, Spain, pp. 1641–1646, Morgan Kaufmann, 2011.



It is human nature to 
want to be unique – a 
desire we extend to all 
the collectives with 
which we identify, 
including our species.

Homo sapiens is 
pretty unique.

photo from:  Tony Belpaeme



Humans Are Just 
Chimps With 

History• A brain 3x the size of a                               
chimp’s is not a big deal.

• Humanity only became really different in the last  
10,000 years, with writing, urbanisation, doctrinal 
religion (spreading knowledge) & agriculture.



We are succeeding 
at AI because we’ve 
learned to exploit 
the discoveries of 
evolution and 
culture.



Outline

• Introduction to AI & human uniqueness 
(done).

• Discussion of the role of AI in our society.

• Science on altruism and human 
contributions to the public good.

• A digression on the engineering of 
consciousness.



AI & Society

AI ethics relates two types of human 
artefact: ethical systems & robots.

Normative not descriptive ethics:  there is 
no pre-determined slot for AI to discover. 

Question:  is there any utility in displacing the 
responsibility we as authors have onto AI? 

Not a question:  whether it’s possible.

is does 
not 

imply 
ought



Origins of Ethics

• Ethical systems regulate our sociality.

• Presumably, ethical systems coevolve with 
our sociality.

• Sociality involves both co-existence of 
individuals and identity as a group (which 
co-exists with other groups.) 



Why Identity Matters
1) Combinatorics

• There are more 
possible (short!) 
chess games than 
atoms in the 
universe.

• Biology has a lot 
more options than 
chess.



Why Identity Matters
2) Search

space of all possible behaviour

culture defined as a subspace

individuals as points in that space

Successful individuals may move the space 
their culture searches.



space of all possible behaviour
species defined as a subspace

Why Identity Matters
2) Search

• Variation (the spread of the individuals) determines  
how much space is searched.

• Social development is a process of conformity and 
discrimination.  

individuals as points in that space



Outline

• Introduction to AI & human uniqueness.

• Discussion of the role of AI in our society 
(TBC).

• Science on altruism and human 
contributions to the public good.

• A digression on the engineering of 
consciousness.



Should We Be Altruistic 
About Moral 
Subjectivity?

• Moral patient – something we 
owe ethical obligation.

• Moral agent – something 
responsible for its own actions.

• Altruism – paying a cost for 
another’s benefit.



Selfish Genes ⇏ Selfish 
Individuals

• Traits advantageous to the community but costly to 
the individual were (for some time) considered 
inaccessible to evolution.  This is false.

• Explanation: inclusive fitness & kin / group selection

• What is transmitted is the replicator.

• The unit of selection is the vehicle (or interactor.)

• In the current ecology, most vehicles are composed 
of many, many replicators. 

is does not 
imply ought



Multiple Levels of 
Interaction ⇒Cooperation

Rah!

Boo.

Replicator (Gene)

Organism

ha haboo

boo
nyah
nyah

Group



• Čače & Bryson (2007; Bryson et al. under 
revision) show selection for cultural 
accumulation using Agent Based Modelling.

• All agents discover food-processing skills at 
a rate of 5% per lifetime.  Altruists 
communicate skills indiscriminately to 
neighbours, costs feeding opportunities.  

• Results in fixation of altruists.

Cultural Evolution & 
Altruistic Communication

Ivana Čače and Joanna J. Bryson, “Agent Based Modelling of Communication Costs: Why Information can be Free”, in Emergence 
and Evolution of Linguistic Communication C. Lyon, C. L Nehaniv and A. Cangelosi, eds., pp. 305–322, Springer 2007.



Basic Results:  Altruists & Knowledge
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So Why Isn’t Altruism 
Ubiquitous?

• It is.

• But its extent is determined by biological 
tradeoffs.



Altruists & Knowledge lifespan 40 versus 50 cycles
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Tradeoff:  Life History

40 50

(Bryson, Lowe, Bilovich & Čače under revision)

Also size, population level, etc.



Outline

• Introduction to AI & human uniqueness 
(TBC).

• Discussion of the role of AI in our society.

• Science on altruism and human 
contributions to the public good.

• A digression on the engineering of 
consciousness.



Some 
Cultures 
Punish 

Altruists

• All cultures punish defectors.

• Some cultures invest heavily in anti-social punishment.

• Some seem to punish indiscriminately.

(Hermann, Thöni & 
Gächter 2008)



Measuring Altruism: 
Public Goods Games

• Public-goods game (PGG):  4 players 
contribute to common pool; pool ×3, then 
split between all 4.

• Most people will contribute, though they 
receive only 3/4 of their contribution back.

• Definition:   Altruism – paying a cost (1/4) 
to benefit others (rest also get 3/4).



PGG & Punishment

• Altruism (PG contributions) reduces over 
repeated cycles, “not stable.”

• Punishment “stabilises” it.

Fehr & Gächter 2002



What Needs to Be 
Explained

1. Why do individuals engage in “anti-social 
punishment”?

• Why do they pay a cost to penalise those 
that contribute to their own well being?

2. Why does this behaviour vary 
systematically by global region?

• Particularly prevalent in former Soviet & 
Ottoman Empires.



PGG 
Outcomes 

Vary by 
Culture

• Some cultures invest as much in punishing strong 
contributors as “free riders” (weak contributors).

• Gächter & Fehr’s subjects were Swiss.

(Hermann, Thöni & 
Gächter 2008)





So Why Isn’t Altruism 
Ubiquitous?

• Maybe what’s really ubiquitous is mixed 
strategies for optimising PG investment.



34

• Bacteria produce public goods!  Basically clones 
of each other; shifting strategies highly evolvable.

• Selection adjusts to substrate: overproducers are 
outcompeted, underproducers starve.

PG regulation demonstrated in bacteria



Hypothesis:  Punishment 
Regulates PG Investment

1. The appropriate level of PG investment 
moves faster than biological evolution.

∴	 requires plasticity (individual learning) – 
socially communicated individual experience.

2. Sub-populations over & under produce.

Punishment shifts individuals between 
populations – distributed monitoring.



no free riders

with free riders 



Reminder of city order (Herrmann et al 2008)

Data

from 

Real

People



Punishment in round 1

Sylwester, Mitchell & Bryson in prep

Not
Revenge!



Punishment in round 10

Not
Instru-
mental!



Punishment in rounds 2-9
Much var. 
in ASP 
due to 
mixed 
strategies

Free 
riding on 
punish-
ment.



Outline

• Introduction to & human uniqueness.

• Discussion of the role of AI in our society.

• Science on altruism and human 
contributions to the public good.

• A digression on the engineering of 
consciousness.



Moral Actions

• a behavioural context affords more than one 
possible action for the individual, 

• at least one available action is considered by 
a society to be more socially beneficial than 
the other options, and 

• the individual is able to recognise which 
action is socially sanctioned and act on this 
information. 

Easy to build in robots!! 
(includes monkeys & pets!)



Displacement of 
Responsibility

• at least one available action is considered by 
a society to be more socially beneficial than 
the other options, and 

• Pros & cons of considering the robots 
responsible?  (Alternative: considering them 
intelligent prosthetics of human will, like 
owned dogs & children.)

Joanna J. Bryson “Patiency Is Not a Virtue: Suggestions for Co-Constructing an Ethical 
Framework Including Intelligent Artefacts”, The Machine Question: AI, Ethics and Moral 
Responsibility, D. Gunkel, S. Torrance and J. J. Bryson (eds.), AISB, Birmingham, 2012.



• For Human Society (us):

• Pros:  feel godlike, culture might persist 
beyond planetary limits, might produce more 
useful tools.

• Cons:  political & commercial moral hazard, 
misattribution of blame / resources.

• For AI (them robots):

• No Pros: (except maybe for the unbuilt).

• Cons:  compete w/ humans for resources, 
stress of social dominance, fear of death etc.



Robot Ethics
Ethical systems co-evolve with sociality 
(biologically) and are co-developed with 
culture.

There is no pre-determined slot for AI we 
need to discover. 

Organising our society such that AI is a 
moral agent or patient benefits no one.

Bad for humans; bad for machines.



KC Green, Gun Show, #513

But what 
if they’re 
conscious

??

What you’re all 
thinking…



Outline

• Introduction to AI & human uniqueness.

• Discussion of the role of AI in our society.

• Science on altruism and human 
contributions to the public good.

• A brief digression on the engineering of 
consciousness.



Roadmap for 
Conscious Machines

1. (-1) Disembodied

1. (0) Isolated

1. Decontrolled

2. Reactive

3. Adaptive

4. Attentional

5. Executive

6. Emotional

7. Self-conscious

8. Empathic 

9. Social

10.Human-like

11.Super Conscious

Arrabales, 
Ledezma, & 

Sanchis, 2009



Roadmap for 
Conscious Machines

1. (-1) Disembodied

1. (0) Isolated

1. Decontrolled

2. Reactive       Sensing to action:  intelligence 

3. Adaptive       Learning

4. Attentional Unconsciousness is more conscious!

Arrabales et al. 2009



Roadmap for 
Conscious Machines

5. Executive      multiple goals (unconscious 2)

6. Emotional      “human like” (???)

7. Self-conscious  knows about self   

8. Empathic         knowledge (k) of others

9. Social              k of other’s k of self

10. Human-like    use Interweb to extend mind

11. Super Conscious    multiple streams!



What I Think 
Consciousness Is

• A specific kind of attention.  Name for the 
feeling you have as you evaluate chains of 
actions with intermediate outcomes.  
Required for learning new plans.

• Language (just) helps:  culture accumulates 
concepts that are likely to help you focus 
conscious attention on worthwhile things.

• “Self” is one of those concepts. (*self-
awareness is seldom complete.) 



Consciousness for AI

• Only need it if system learns and learning 
relies on a bottlenecked cognitive resource.

• If you need it, allocating it to tasks you are 
doing in proportion to how uncertain you 
are about them is a pretty good guess.

• Also attend to other novel / unpredicted 
by your internal model events.

Joanna J. Bryson “A Role for Consciousness in Action Selection”, in Proceedings of the AISB 2011 Symposium: 
Machine Consciousness, Ron Chrisley, Rob Clowes and Steve Torrance (eds.), York, April 2011.
Joanna J. Bryson, “Age-Related Inhibition and Learning Effects: Evidence from Transitive Performance”, in 
Proceedings of the 31st Annual Meeting of the Cognitive Science Society (CogSci 2009) pp. 3040–3045, July 2009.



Point of Intervention
1. Action selection as usual.

2. Inhibit action expression while selected 
action is in mind, update models.

3. If new action becomes more salient, insight.

• Flush plan & start over.

4. Updated models may not have immediate 
impact on behaviour.



Outline

• Introduction to & human uniqueness.

• Discussion of the role of AI in our society.

• Science on altruism and human 
contributions to the public good.

• A digression on the engineering of 
consciousness.



Follow Up Survey

• Does artificial intelligence (AI) exist?

• Can AI ever exist?

• Does science understand conscioussnes?

• When might we understand consciousness?

• Could a robot love you?

• Could you love a robot?



Utopia:  Solve hard 
problems like 
sustainability; reliably 
supporting everyone’s 
efforts to self actualise.
Dystopia:  Losing 
autonomy / ability to freely 
express; catastrophic 
disruption of the global 
ecosystem.

AI Already Owns 
Our Advantages



Thanks!
Will
 Lowe

James 
MitchellSimon 

Powers

Karolina 
Sylwester

... and other 
collaborators

Mark 
Wood

My current students:
Daniel Taylor
Bidan Huang

Dominic Mitchell
Swen Gaudl
Paul Rauwolf

Jekaterina Novikova
Yifei Wang
Tony Smith

Benedikt 
Herrmann

Ivana
Čače

Manu
Tanguy

Phillip
Rohlfshagen



(Ferrucci et al., AI Magazine 2010)



iCub, January 2010 Genoa
(ROBOTCUB Final Review Meeting)

photos:  me



Because we build 
robots and 
determine their 
goals. Our 
authorship is 
fundamentally 
different from our 
relationship to 
humans or other 
evolved systems.

photos:  Georgio Metta (top) & Emmanuel Tanguy



We Get to Decide...

• Whether robot minds are unique or have 
autosave and offsite backup.

• Whether robots suffer (permanently 
degrade their behaviour) when neglected, 
insulted or otherwise subordinate.

• We as authors  are ethically obliged to 
ensure we have no ethical obligations to AI.



UK EPSRC’s Principles 
of Robotics (2011) 

1. Robots are multi-use tools. Robots should not be 
designed solely or primarily to kill or harm humans, 
except in the interests of national security.

2. Humans, not robots, are responsible agents. Robots 
should be designed & operated as far as is practicable 
to comply with existing laws & fundamental rights & 
freedoms, including privacy.

3. Robots are products. They should be designed using 
processes which assure their safety and security.      
(of 5...)



UK EPSRC’s Principles 
of Robotics (2011)

4. Robots are manufactured artefacts. They should 
not be designed in a deceptive way to exploit 
vulnerable users; instead their machine nature 
should be transparent.

5. The person with legal responsibility for a robot 
should be attributed.  [like automobile titles]

Joanna J. Bryson, Kerstin Dautenhahn and Geoff Pegman, “Man and the 
machine”, letter published online,  The Economist, 16 June 2012.
Joanna J. Bryson “The Making of the EPSRC Principles of Robotics”, The AISB 
Quarterly, (133) Spring 2012.



“Instability”

Gächter, 
Renner & 

Sefton 
2008

Cookson 2000
(via Gächter)



Does AP Explain 
Cooperation?

• ASP varies much more than AP between 
populations. 

• The only strategies we could clearly recognise in 
population were those who contributed 
everything (Cooperators) or nothing 
(Freeriders) on first move.

• Only significant correlation is ASP anticorrelating 
with proportion of Cooperators.

(Bryson, Mitchell, Powers & Sylwester in press) 
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Free riding doesn’t 
vary much.

Cooperation does 
(and ASP).
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r = −0.62, p < 0.01
(linear model prob. suboptimal)

mean ASP
expenditure

proportion of super Cooperators



Does AP Explain 
Cooperation?

• No.

• AP & Free riding don’t vary between 
populations. 

• ASP & Cooperating do.

(Bryson, Mitchell, Powers & Sylwester in press) 


