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Envisioning Robots in 
Society – 

Politics, Power, and 
Public Space

Statues of Seward Johnson



Over scaled 
statues 

fascinate yet 
diminish us.

Seward Johnson



Over scaled 
people fascinate 
yet diminish us.

Elisabeth Amalie Eugenie, 
Empress of Austria and 

Apostolic Queen of 
Hungary



People want to make AI 
they can be friends with, fall 
in love with, will their 
fortunes to – “equals” over 
which we have complete 
dominion.

This is (arguably) both sick 
and dangerous.

Note: I expected to 
dedicate my PhD to making 

this robot into a child.

Bryson & Kime 1998; 2011
Kathleen Richardson 2016



MIT 1993-1994

Phil Kime
(2011)

• “Unethical to unplug Cog”  – passing PhD students 
(‘brain’ didn’t work, wasn’t earthed, seldom on).

• “I got called conservative for saying robots might 
not take over.”  – Rod Brooks 1994



1993

Phil Kime
(2011)

• “Just Another Artifact:  Ethics 
and the Empirical Experience 
of AI”, Fifteenth International 
Congress on Cybernetics, pp. 
385–390, Namur, 1998.

• “Just an Artifact:  Why 
Machines are Perceived as 
Moral Agents”, IJCAI 2011, 
Barcelona, Spain, pp. 1641–
1646.

Bryson & Kime



1993

Phil Kime
(2011)

Bryson & Kime (1998)

“We believe exaggerated fears of, and hopes 
for,  AI are symptomatic of a larger problem–a 
general confusion about the nature of 
humanity and the role of ethics in society.
…
Our thesis is that these [exaggerated fears] 
are false concerns, which can distract us from 
the real dangers of AI technologies.  The real 
dangers are no different from those of other 
artifacts…the potential for misuse, either 
through carelessness or malevolence, by the 
people who control them.”



At Least Three Sources 
of AI Bias

• Implicit:  Absorbed automatically by ML from 
ordinary culture.

• Accidental:  Introduced through ignorance by 
insufficiently diverse development teams.

• Deliberate: Introduced intentionally as a part 
of the development process (planning or 
implementation.)

My most-hit blogpost (by an order 
of magnitude) – 2017.



Bryson & Kime (1998)

• Ethical instincts (and ethics itself) is rooted 
in identity / identification.

• Humans (mistakenly) place language, 
mathematics & reason as core to humanity, 
because these discriminate us from animals.

• Once we have empirical experience of AI, 
this confusion might go away.

• Might even inform our (human) ethics.



University of Bath Intelligent 
Control & Cognitive Systems

Ignore the robots; listen to the students.



• Final year 
student in a 
leading 
computer 
science 
undergraduate 
degree.

• Built & 
programmed 
the robot 
(with a 
partner.)



Digression into a 
functionalist discussion 

of love of robots.
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Biology of 
‘Monogamy’

• Really, coparenting (almost no 
perfect fidelity in nature.)

• Where one parent cannot resource 
offspring themselves, more do.

• Increased investment ⟹ more 
guarding against cuckoldry.

• Not usually an issue with mammals 
due to fat, milk.



Pair-Bonded 
Primates

• Callitrichids (e.g. 
tamarins):  Tiny 
bird-like primates 
that co-rear young, 
both parents + 
older offspring.

• Savannah apes?



Bonding and Physical 
Affection

• Physical contact may be a form of bond-
testing, establishing trust (Zahavi 1977).

• Zahavi (pc 2013):  “I wish Maynard Smith 
said I was wrong about this one too.”

• Physical intimacy allows checking of health, 
discovery of better mutual equlibria for 
cooperation, coalitions (Roughgarden et al 
2006).



Pair-Bonding 
Primates

• Transparency may not 
reduce the level of 
identification robot makers 
have with their products.

• or Maybe being surprised 
by the complexity we 
produce is part of the joy 
(like composers hearing 
their music the first time.)



I still suspect it matters 
that we ‘makers’ know 
how our robots work.

For makers,  AI is like a 
movie. 

photo from:  Tony Belpaeme

We can immerse 
ourselves with 
characters we know 
are fiction.  

But for others, could 
it be deception? 



Things I haven’t mentioned
• Are we going to love robots?  

• Yes, obviously.

• Will they love us?

• We can make them                        
arbitrarily monogamous.

• We can link their self-image to 
their model of their owner.

• But surely bonds will be impoverished by fewer 
interconnections than between conspecifics?



Well, maybe.
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What does ‘consciousness’ 
really mean?

How can we know what words mean?
Hypothesis:  a word’s meaning is no 
more or less than how it is used.

Implies meaning of ‘woman’ includes 
‘unlikely to be a programmer’

(Quine 1969)(Quine 1969)

(Caliskan, Bryson, & 
Narayanan 2017)



2D illustration of word embeddings:
2 index words: hat & obscure

3 target words: rock, paper, scholar

1. Cosine measures distance 
between target’s meanings

2. Note issues with frequency
3. Dimensional compression  

enhances signal

Latent Semantic Analysis – basic 
technology of search engines.



Corpus, training, and stimuli 
all established standards

Common crawl: web corpus 
– 840 billion tokens 
– 2.2M unique 

GloVe 
– Stanford project, state of the art 
– Pre-trained embeddings 
– 300-dimensional vectors 

[Very similar results with word2vec/Google News]

All “off the shelf” 
Exploring standard 
effects in existing, 

widely-used AI tools



Counting words returns viscera

Flowers: aster, 
clover, hyacinth, 
marigold… 

Pleasant: caress, 
freedom, health, 
love…

Insects: ant, 
caterpillar, flea, 
locust… 

Unpleasant: 
abuse, crash, 
filth, murder…

Original finding [N=32 participants]: d = 1.35, p < 10-8 

Greenwald, McGhee, & Schwartz (1998)

Our finding [N=25x2 words]:   d = 1.50, p < 10-7



So maybe we can do 
empathy better with trivial AI 

& lots of data (nearest-
neighbour lookup to similar 
human behaviour) than with 

our own puny individual 
brains. 
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Self Knowledge: the 
next Copernican 

revolution?

“126 Facebook likes and we can predict 
your vote better than your spouse can.” 
– Prof. John Rust, Cambridge, 2017.

• Our planet isn’t in 
the middle of the 
universe.

• Our species doesn’t 
have special origins.

• Our ideas are 
replicable and 
predictable with 
computing machines. Carole Cadwalladr,

The Guardian



Next slide was for the OECD
“Intelligent Machines, Smart Policies”

Photo credit: OECD/Hervé Cortinat



Interesting Questions
for Interesting Times

• Can China develop support for human flourishing 
and dignity under Xi’s Thought on Socialism with 
Chinese Characteristics in a New Era?

• Can AI help migrants seamlessly translate into 
institutions as well as language?

• Can the Arts and Humanities keep us interested 
in being human when we can use AI to search for 
our own best next move?



Enough foreplay.
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Outline

• Economic

• Legal

• Moral

The Moral, Legal, and 
Economic Hazard



Employment and Inequality
• We have more AI than ever, & more jobs than ever 

(Autor, 2015, “Why are there still so many jobs.”)

• AI may be causing problems by making it easier to 
retrain, removing wage differentiation. 

• Disassociating work from a location breaks 
traditional unionisation tactics (probably fixable.)

• But variation in wages matters for inequality.

• Inequality is best by-county predictor of Brexit, 
Trump, Swiss Referendum, Ukrainian rebellion.



Polarization and the Top 1%

r = .67

Polarization lagged 12 years r = .91
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Voorheis, McCarty & Shor State Income Inequality and Political Polarization

• Late 19C inequality perhaps driven by then-new 
distance-reducing tech: news, oil, rail, telegraph.

• Great coupling–wages track productivity–due to 
policy: social spending, blocked wealth extraction?

We’ve Been Here Before
Scheidel, 2017

Polarization over 140 Years

r = .89
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How AI Is Changing Us
• Blurring distinction between customer and 

employee – citizens of corporations.

• “Free” services are information bartering – 
undenominated transactions avoiding revenue.

• Reduces (not eliminates) costs and advantages of 
geographic location, increasing inequality and 
transnational interdependence.

• Alters governance – makes stabilisation of policy 
through obscurity difficult or impossible.

Does the information age mandate transparent policy? 
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• Intelligence is doing the right thing at the 
right time (in a dynamic environment).

• Agents are any vector of change,

• e.g. chemical agents.

• Moral agents are considered responsible 
for their actions by a society.

• Moral patients are considered the 
responsibility of a society’s agents.

• Ethics is the set of behaviours that creates 
and sustains a society, including by defining 
its identity.

Moral 
subjects}

Includes 
but not 
limited 
to 
general 
principles

}

Definitions
for communicating 

right now



Stability of Societies 
(real Autonomy)

• Law is ethics by explicit means.

• Explicit ethics necessary for pace of 
change greater than rate of evolution. 

• Compensation maintains stability by 
returning to previous state.

• Dissuasion maintains stability by preventing 
future violations.



Legal Personhood
• Actual persons / citizens / landowners

• (definition has been expanding)

• organising coalitions via contracts.

• Collections of humans, in order to simplify 
contracts and negotiation.

• A fiction (hack) that only works because 
(or to the extent) corporations can be 
subjected to the same penalties as 
humans. 



• Collections of humans, in order to simplify 
contracts and negotiation.

• A fiction (hack) that only works because 
(or to the extent) corporations can be 
subjected to the same penalties as 
humans. 



Fictitious Personhood
• Collections of humans, in order to simplify 

contracts and negotiation.

• A fiction (hack) that only works because 
(or to the extent) corporations can be 
subjected to the same penalties as 
humans. 

• Overextended already (arguably).

• All the EP really asked the EC to consider 
legislating.



Recompense

• Penalties in law have two purposes:

• actual compensation

• dissuasion.

• Folk psychology confounds these, but really 
jail time, fall in status, &c don’t compensate.

• Implausible that built AI – designed & 
maintainable – will be subject to dissuasion.



photos:  Georgio Metta (top) & Emmanuel Tanguy
(Bryson 2010, 2018)

Evolution assures that for 
any social species, social 
exclusion or indeed 
subjugation is a severe 
disadvantage.
Authored systems are 
decomposable; legitimate 
(safe) products are 
modular and debuggable.
Suffering in such is 
incoherent. Therefore 
liability is limited to 
money, plant, and data; no 
dissuasion is possible.



Real Persons
• Actual persons / citizens / landowners

• (definition has been expanding)

• organising coalitions via contracts.

• If we could build AI by cloning / whole brain 
uploading etc. that should probably be 
included in the expansion set.

• But AI heaven isn’t likely to be tractable, 
and no one thinks human cloning / 
ownership is ethical (Bryson 2007).
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AI can take moral actions 
without being a moral 

agent.



Moral Actions
• A behavioural context affords more than 

one possible action for the individual, 

• at least one available action is considered by 
a society to be more socially beneficial than 
the other options, and 

• the individual is able to recognise which 
action is socially sanctioned, and act on this 
information. 

Moral action selection is easy to build; 
(present in monkeys & pets.)

Bryson Ethics & Info Tech, 2018 (yesterday)



I am in no way mystic 
or supernaturalist.

There is a fundamental 
reason that AI ≠ NI.



• Intelligence is doing the right thing at 
the right time in response to a 
dynamic environment.

• Artificial intelligence is an artefact, 
that is, something built deliberately by 
humans to help us be smart.

• The moral discontinuity occurred 
when those savannah apes invented 
the concepts of deliberate, 
intentional, and responsible. 



Kantian Fallacy
(Prescott, Gunkel, &al.)

• Wrong take:  Because we will over-identify 
with AI, we must grant robots rights.

• Wrong because a) no identification with 
e.g. search, translation, b) legal lacuna.

• Right take:  Because AI is an ethics sink, we 
must focus on building AI we don’t identify 
with. 

cf transparency, and the UK’s 
Principles of Robotics (Bryson 2017)



There’s no question 
whether we have the 

technical capacity to build 
synthetic legal persons.



photos:  Georgio Metta (top) & Emmanuel Tanguy

(Bryson 2010, 2018)

AI and ethics are both 
authored–cultural 
artefacts. Science cannot  
determine AI’s place– 
decision is normative.
Ethics is the way a 
society defines and 
governs itself, ensures 
group-level stability.
Our authorship gives us 
fundamentally different 
responsibility from our 
relationship to other 
evolved systems.



The real questions:
Can we build a system we 

are not obliged to?
Are we obliged to do so if 

we can?



The real questions:
Can we build a system we 

are not obliged to?
Are we obliged to do so if 

we can?



Can we build a system we 
are not obliged to?

• Yes

• We already have (many times).  

• We can eliminate non-replaceability by 
using mass-produced hardware and 
continuously backed-up memory.

• We can avoid resentment of subordinate 
position by not cloning evolved minds. 

…at least in licensed commercial products.



AI is already “super-
human” at chess, go, 
speech transcription, lip 
reading, deception 
detection from posture, 
forging voices, 
handwriting, & video, 
generally knowing stuff.
This is “real intelligence”.



Are we obliged to do 
so if we can?

• Yes

• We already have (many times).  E.g.

• We can eliminate non-replaceability by 
using mass-produced hardware and 
continuously backed-up memory.

• We can avoid resentment of subordinate 
position by not cloning evolved minds. 

Five Reasons Not to 
Other AI



#1 Moral Hazard
• We are preprogrammed 

to think humanoid robots 
are people (Kamewari &al 
2005).

• So people will think we’ve 
made persons well before 
we have.

• Facilitates political and 
economic exploitation.

Bryson & Kime 1998, IJCAI 2011



#2 Second Order 
Moral Patiency

• Why should we build robots 
to suffer when they lose 
social status?  To ‘die’ in fires? 
To mind being owned?

• We are obliged to build 
robots we are not obliged to.

• Not a double standard: pick 
one standard for moral 
subjects, don’t build to it.

LF Miller 2015 Hellström 2013; Bryson 2016, 2007



#3 Fear of Robot 
Apocalypse Distracts 

from Real Threats
• AI is here now changing the world.

• By increasing communication, interdependence, 
discoverability, we decrease privacy and individual 
autonomy. (Don’t forget that inequality stuff.)

• Projecting AI into the future endangers us now.

(Bryson 2015)



#4 Ethical Coherence
• What makes people special is that we’re members 

of a social species – we’ve evolved in a context of 
interdependence(Zahavi 1977,Sylwester &al 2013).

• Society defines, enforces ‘responsibility’;  enforce-
ment often through punishment (Solaiman 2016).

• Evolution ensures suffering, shame are inextricable 
parts of being human (also of apes, dogs).

• Good AI is modular; suffering in such is incoherent.

• Clones should not be slaves, nor made.



#5 Legal Lacuna
• Assigning responsibility / 

personhood to artefacts 
allows powerful individuals 
& organisations to avoid 
tax, legal liability.

• Try suing a bankrupt robot.

• Already a problem: shell 
organisations (AI, cf. List    
& Pettit 2011) shield rich 
companies.

(Bryson, Diamantis & Grant, 
AI & Law, 2017)

• My nightmare: 
Autocrats willing 
money and power to 
AI self caricatures. 

Tom Dale 
Grant

Mihailis E. 
Diamantis 



Recommendations
(to finish)



Regulating AI 

• We do not want to encourage irresponsible 
corporate behaviour.

• We do not want to reward obfuscated AI 
with reduced liability.

• We do not want to encourage the pursuit 
ill-defined attributes like ‘consciousness’ 
in order to avoid tax or legal liability.

Slides I’ve given the UK Parliament.



What Parliament Can Do
• Treat AI and ICT somewhat like medicine, 

architecture, the environment, utilities.

• You cannot separate the problems of 
cybersecurity, human rights, and ICT.

• Not the end of IP, or of innovation.

• Enable the on-demand and routine auditing of 
AI and algorithmic systems. 

• Regulate behaviour, not necessarily code, and 
certainly not “weights”.

Slides I’ve given the UK Parliament.



Beyond the UK
• Transnational extraction necessitates 

transnational regulation and distribution.

• This implies treaties, not just taxes.

• The EU is the leading extant model.

• Treaties implemented by nations.

• International and national regulatory 
organisations.

• Data may be like the ecosystem.
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Moral and Legal Agency are both 
rooted in the human condition

both coevolved with human society,
deal with the problems of enculturated apes.



What We Really Want

• To live forever

• Friends that will never betray us

• Successful children

Why?

• Because we are alive

AI won’t really help.



For millions of years, intelligence, consciousness, 
agency, language, morality and divinity have been 
(seen as) correlated.

Correlation ≠ Causation

Bidan Huang (&al. 2014-16) teasing 
Aude Billard’s robot at EPFL

AI is giving us another 
chance to inform our 
intuitions about moral 

and legal agency.
With help from a grant 
from AXA, we’re trying 
to make AI transparent.



Will it work for humanoids? Corporations? Govts?

Wortham, Theodorous, & 
Bryson, RO-MAN 2017

video at 5x

Transparency via RT Visualised Priorities 



video:

live:

Wortham, Theodorou & Bryson 2016; (& submitted)

Experiments(exp 1 video)





Thanks to my collaborators, and to you 
for your attention.

Rob Wortham
@RobWortham

Andreas Theodorou
@recklessCoding

Tom Dale Grant Mihailis E. 
Diamantis 

... and the rest of  Amoni

++


