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ABSTRACT
Recognising and learning users’ semantically meaningful pla-
ces is useful for personalising services and recommender sys-
tems, particularly in a mobile environment. Existing ap-
proaches that use mobile devices focus on automating place
inference from underlying data, i.e. with little user interac-
tion and intervention – where user feedback is incorporated
into the inference process. The process of intervention can
be burdensome to the user but, without intervention, it is
difficult to both capture personal place semantics and up-
date places over time; resulting in a trade-off between sys-
tem performance and user burden. In this paper, we present
early results from a place recognition and learning approach
that relies on user intervention as a form of active learn-
ing. Using simulations of user intervention generated from
fine-grained ground truth, we show that good place semantic
capture, classification and learning performance can feasibly
be achieved in real time on mobile devices with only a small
amount of user intervention.

Categories and Subject Descriptors
C.3 [Special-purpose and Application-based Systems]:
Real-time and embedded systems

Keywords
mobile data collection, context inference, place recognition,
simulation

1. INTRODUCTION
Semantic place awareness goes beyond basic location aware-

ness – where locations are objectively defined – to enable
the awareness of places, which are personally, subjectively
and loosely defined by users themselves [6], e.g. describing a
house as“home”rather than an address or a GPS coordinate.
Semantic place awareness can therefore offer rich personal-
isation to users of recommender systems; particularly in a
mobile environment [8].

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
LocalPeMA’12, September 13, 2012, Dublin, Ireland.
Copyright 2012 ACM 978-1-4503-1639-2/12/09 ...$15.00.

However, semantic place recognition is non-trivial. Where-
as many geo-location services can identify the user’s position
and high-level semantics, e.g. a street name, it is still dif-
ficult to infer the useful meaning of users’ personal places
without some form of user interaction.

The problem of semantic place awareness is therefore two-
fold. Firstly, given that places may be loosely defined, change
dynamically over time and be difficult to delineate, how
might we recognise them? Can we capture and recognise
them in real time to further enable personal recommender
services and applications? Secondly, how do we elicit the
semantic meaning of these places from the user in a mobile
context? Can we use user feedback to improve place recog-
nition and learn about places? The first problem has been
addressed by automated place recognition work, e.g. [10,
12], and the second by work into the semantics of location
and user context, e.g. [3, 8], but combining the two – place
recognition and semantic capture – into rich semantic place
awareness is a new research area with interesting applica-
tions for recommender systems.

In this paper, we address this combined problem by con-
tributing a semantic place recognition and learning approach
that captures place semantics elicited directly from the user
on the their mobile device in real time. The method detects
transitions between places and uses the transitions as trig-
gers for obtaining location data. Semantic places are then
classified using this data before the system decides whether
the classification requires user input (cf. active learning [18])
and, if so, it requests intervention from the user.

Intervention – if successful – has two key advantages: i)
places can be created directly from the user’s semantic labels
and seeded from a location observation; and ii) places can
evolve over time as the user interactively trains the system
through their mobile device using further location observa-
tions. This is useful as it allows the system to deal with
loosely defined places, e.g. a meeting area, and place de-
scriptions that update over time, e.g. new areas of an office
building or shopping mall.

They key challenge is eliciting intervention from the user
in real-time. Prompting the user for intervention through
a mobile device can be annoying and – depending on the
user’s context – the user may not be aware of the notifica-
tion or choose not respond to it. However, without inter-
vention, overall performance may be poor. A good system
will therefore attempt to maximise automation while min-
imising the amount of user intervention necessary for good
performance.

By simulating multiple user intervention scenarios using



high-precision data collected from a user study, we show that
our approach achieves good semantic place capture, recog-
nition and learning performance with only a small amount
of user intervention.

2. BACKGROUND AND RELATED WORK
This work is grounded in two key areas: semantic place

recognition and intelligent interactive systems. Here we de-
scribe relevant related work in these areas.

2.1 Semantic Place Recognition
The problem of recognising semantically meaningful places

– and the importance of doing so – has been addressed by
various researchers. Recognition systems are usually parti-
tioned in two types: geometric-based recognition and finger-
print-based recognition. The former uses coordinate sys-
tems, e.g. GPS to cluster data into places, while the latter
uses radio signals to identify places based on radio signa-
tures.

Notable examples of geometric systems include Ashbrook
and Starner’s place recognition with GPS [2]. This uses post
hoc clustering to identify coarse-grained places from GPS
traces. Clustering is also used by Liao [13] and Nurmi [16];
the latter demonstrating the feasibility of online learning
with place clustering.

Work using fingerprint-based methods has yielded inter-
esting results. Hightower et al. [7] and Kim et al.’s work
with RF fingerprinting [9, 10, 8] has shown that RF signa-
tures match well with users’ definition of places; which al-
lows for better indoor recognition performance. Integrated
approaches have been taken [15, 4] that utilise the capabili-
ties of modern smartphones to recognise places in real time
using less energy. Recent advances have also begun to utilise
user feedback to capture place semantics [8].

2.2 Interactive Intelligent Systems
The challenges and benefits of user intervention in intel-

ligent systems have recently been studied by Acid el al. [1]
and Stumpf et al. [19], and applied in the field for experience
sampling by Rosenthal and Dey [17]. This work in particular
shows that utilising user feedback and interaction is valuable
and necessary for good performance, but eliciting feedback
is challenging, particularly in a mobile environment.

Our work extends the idea of user feedback into user inter-
vention and applies it semantic place recognition; whereby
the user feedback – i.e. place labelling – is used by the sys-
tem to improve its recognition and place learning as a form
of active learning [18]. Through a novel method of simula-
tion, we show how user intervention can affect the dynamics
of real time place recognition and learning. Furthermore, by
involving the user in the process, the user’s personal place
semantics can also be captured, allowing for richer person-
alisation of place recognition services and recommender sys-
tems.

3. APPROACH
In this section we describe our approach, including design

and implementation of the system, user study and interven-
tion simulation.

3.1 System Design
The system is designed to run on a mobile device in real

time. It relies on motion triggers, location sensors, Bayesian

Algorithm 1 Place classification algorithm (executed upon
transition into a new place)

1: Input: set of existing places P , their codebook
vectors C (indexed by place) and a confidence
threshold t.

2: Output: the set of places ranked by probabil-
ity P̂ , the classified place p ∈ P and confidence
c ∈ [0, 1], an updated set of places P and their
codebook vectors C

3: x̄← ObserveLocation
4: if x̄ is empty then
5: return
6: end if
7: P̂ ← ClassifyPlaces(x̄, P , C)

8: p← P̂ [1]
9: c← MeasureConfidence(x̄, C[p])

10: if c < t then
11: NotifyUser(P̂ )
12: else
13: UpdateCodebookVectors(x̄, C[p])
14: end if
15: return

classification, confidence measures and a user interface for
intervention. The high-level algorithm is described in Algo-
rithm 1, and the following subsections outline its operation
in greater detail.

3.1.1 Place Representation
To address the problems of loosely defined places and

place evolution over time, we represent each place as a set –
or map – of ‘codebook’ vectors C in coordinate space. This
enables two desirable properties: the ability to model places
as probability density functions (pdfs); and allow them to be
malleable over time using on-line vector quantisation, simi-
lar to training a self-organising map (SOM) [11]. Each code-
book vector has a ‘weight’ associated with it represented by
the number of location observations assigned to it (see Sec-
tion 3.1.6).

3.1.2 Place Transition Detection
We use the place transition detection system described in

[14], which uses mobile device motion and probabilistic infer-
ence to capture the moment of transition between semanti-
cally meaningful places. This trigger initiates the execution
of Algorithm 1.

3.1.3 Observing Location
Location sensors are used to report a set of location lati-

tude-longitude coordinates and the accuracy of the estimate
in m. This process is ‘sensor-agnostic’, i.e. it utilises which-
ever location sensors are operational on the device at the
time, e.g. GPS or Wifi/Cell providers. If no location is
obtained, the algorithm terminates and the user is notified
that location data cannot be obtained.

If a set of N location coordinates is successfully obtained,
the weighted mean of the set is calculated:

x̄ = LTa (1)

Where L is a N×2 matrix of coordinates, and a is a column
vector in RN of normalised inverse accuracies. x̄ is then
used as the location observation on line 3 of Algorithm 1.



Algorithm 2 User intervention algorithm (executed upon
user intervention)

1: Input: place pb classified pre-intervention, its
confidence measure cb, confidence threshold t,
place pa classified post-intervention, x̄ the loca-
tion observation for the place, P the set of exist-
ing places and their codebook vectors C

2: Output: the classified place p ∈ P with confi-
dence c, an updated set of places P and their
codebook vectors C

3: if pa 6= pb and cb > t then
4: ReverseUpdateCodebookVectors(x̄, C[pb])
5: end if
6: if pa ∈ P then
7: UpdateCodebookVectors(x̄, C[pa])
8: else
9: Ca ← GenerateCodebookVectors(x̄)

10: add Ca to C
11: add pa to P
12: end if
13: p← pa
14: c← 1
15: return

3.1.4 Place Classification
For place classification, the posterior probability distribu-

tion over the M existing places P is calculated using Bayes’
rule:

P (P |x̄) =
P (x̄|P )P (P )

P (x̄)
(2)

Where the likelihood – P (x̄|P ) – is calculated by mod-
elling each place as a multivariate Gaussian PDF in R2 and
using it as the likelihood function. The weighted mean
and weighted covariance of the place’s codebook vectors
(weighted by observation count: see Section 3.1.6) are used
as the Gaussian PDF parameters. We use a multinomial dis-
tribution as the prior over P which is calculated using a vec-
tor of confident observation counts for each place, smoothed
using a pseudo-count vector α over the existing M places.

The places are then ranked by probability to give a ranked
set P̂ , and the top-ranked place is given a confidence mea-
sure. For this we implement a one-sample Hotelling’s T 2

test that compares the set of C codebook vectors to the ob-
servation x̄ and uses the p-value as the confidence measure.

The place is then classified as the top-ranked place unless
the user intervenes. If the confidence of the top-ranked place
is less than a certain threshold t, a request for intervention
is sent to the user and – regardless of notification – they are
presented with the ranked list P̂ to enable intervention.

If the classification is confident however, the user is not
notified (though they can intervene without notification if
they wish), and the system updates the top-ranked place’s
codebook vectors autonomously (see Section 3.1.6).

3.1.5 User Intervention
User intervention takes the form of two possible actions:

• Creation: where the user creates a new place from a
semantically meaningful label and the current location
observation x̄.
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Figure 1: Before and after updating a place’s code-
book vectors: the nearest codebook vector to the
location observation vector is pulled towards the ob-
servation.

• Selection: where the user informs the system of the
correct place from the ranked set of places P̂ .

A user can create a new place using a label of their choice.
On doing so, a new set of codebook vectors are generated and
the place is added to the set of places P . The generation
process uses the location observation as a seed codebook
vector and creates the remaining set of codebook vectors in
a circular array around the centre with radius r.

Algorithm 2 is executed upon the user intervention action.

3.1.6 Place Learning
The learning process uses a modified, online version of

the k-means algorithm [5] which updates places using their
codebook vectors C and the location observation x̄.

cn := cn +
1

Nn
(x̄− cn) (3)

Here, cn is the Euclidean distance nearest-neighbour code-
book vector to x̄, and Nn is the observation count for code-
book vector cn, i.e. the number of previous observations
associated with cn. The codebook vectors are therefore –
upon classification – ‘pulled’ towards the location observa-
tions as in Figure 1. The observation count Nn enables
convergence, so that the codebook vectors C for each place
form a self-organising map.

The process can also be reversed if the user corrects a
previously confident place classification (line 4, Algorithm
2). This is done by subtracting – or ‘pushing along’ – the
difference vector in Equation 3 rather than adding it.

3.2 Study Design
Here we describe our user study where we analyse sys-

tem performance using real-world data and simulated user
responses to notifications. Our aim was to capture the ex-
pected output of the place recognition process given typical
user interventions. Unfortunately, this is practically infeasi-
ble to undertake in a field study: we can model users’ place
visits as a series – or chain – of transitions which, even with
a simple binary intervention variable at each place in the
chain, results in 2n possible chain outcomes (where n is the
number of place visits in the chain). We can, however, sim-
ulate expected outcomes by sampling from an intervention
probability distribution at each step in the chain.
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Figure 2: The number of unique semantically mean-
ingful places and total visits, i.e. place sequence
length, over the participants

3.2.1 Data Collection
To collect the real-world data, we recruited 6 participants

(all male, mean age 32), 3 of whom are office workers (IDs
2, 3 and 5) and the rest university students. In a pre-study
interview, we asked them to describe their typical working
week (5 days) as a series of transitions between self-defined
semantically meaningful personal places – along with typical
activities within each place – partitioned between the start
and end of each day. Following this, we equipped them with
an Android 2.3 Nexus S device running the place transition
detection system in [14]. At each transition into a place,
the device attempted to capture 10 location samples with
accuracy measures from its available location sensors: ei-
ther GPS or Android’s network-based provider depending on
which was available. Samples with an accuracy of > 100m
were rejected, and a sampling timeout period was set to 60s.

Each participant was then instructed to undergo a scripted
tour of their places in their self-described order of transi-
tion whilst carrying the device ‘naturally’ throughout, i.e.
as they would carry their own device within and between
each place. A researcher shadowed each participant and
recorded ground truth whilst the participant transitioned
between places and performed their activities within each
place. As recording a week’s worth of ground truth in this
manner is very time consuming, the participants were asked
– if possible – to shorten the duration of time spent within
each place to no less than 5 minutes. The transitions be-
tween places were not shortened.

Within each place, the researcher asked each participant
to rate how likely – ‘high’ or ‘low’ – they would respond
to an audio, visual or haptic notification from their device
given their current context.

3.2.2 Simulation
Once the device location traces, participant ground truth

and notification response ratings were captured, we designed
a simulation to measure expected system performance given
the large number of possible intervention outcomes for each
participant’s place transition chain. A single run of the simu-
lation steps through each participant’s place transition chain
and – at each recorded transition – executes Algorithm 1. If
a notification is raised, the decision as to whether the user
responds is sampled from a Bernoulli distribution with pa-
rameter pr set by the participant’s recorded ‘high’ or ‘low’
notification response rating. If true, the simulation executes
Algorithm 2.

3.2.3 Performance Measure
We measure performance using the standard precision, re-

call and the F1 scores which are calculated using the follow-
ing metrics:

• A true positive occurs when the classified place that
is output by the simulation at each step in the chain
matches ground truth at the time of classification.

• A false positive occurs when the classified place out-
put by the system does not match ground truth at the
time of classification.

• A false negative occurs when the system fails to clas-
sify a place as indicated by ground truth.

User context is important: the user may not respond to
prompts, e.g. they do not notice them, or choose not to
respond to them; or – if they do respond – they may do so
at any time within their current place. Thus, we measure
the performance both before and after simulated user inter-
vention (if any) within each place. This has real-world im-
plications: if classifications differ pre and post intervention,
services and applications that utilise the place classification
may be affected.

• Pre-intervention performance measures the F1 clas-
sification performance before the user intervenes – if at
all – within each place.

• Post-intervention performance measures the F1 clas-
sification performance after the user intervenes – if at
all – within each place.

We measure user intervention by the number of place cre-
ations and selections as fractions of the total number of
classifications. Moreover, we measure the level of system
automation as the complement of the total intervention frac-
tion.

4. RESULTS
For these results, the Bernoulli distribution parameter pr

was set to 0.25 for each participant’s ‘low’ response rating
and 0.75 for each ‘high’ response rating. 1000 simulations
were run for each of the 6 participants’ datasets and the
expected F1 performance is aggregated within each partici-
pant over these simulation runs. Each run is seeded by the
initial place in the participant’s transition chain. We used
10 codebook vectors per place with radius r of 10m, a clas-
sification confidence threshold t of 0.05, and a pseudo-count
vector α of 1 over all places.

Figure 2 shows the number of unique places chosen by each
participant along with the number of transitions in their
chain, i.e. the total number of place visits over the 5-day
scripted tour. Most places were indoors, and common labels
used included “desk”, “canteen”, “bus stop” and “café”.

Location sample accuracy statistics – mean (and sd) in m
for each participant in order – are: 23 (6); 21 (3); 21 (5); 24
(7); 21 (5) and 27 (11).

Figure 3 shows the pre-intervention and post-intervention
F1 scores for each participant over the 5-day scripted tour;
along with the measures of user intervention. Figure 4 shows
the aggregate performance over the 5 days, in addition to
the automation measure, i.e. the fraction of automated clas-
sifications (without user intervention).

The overall scores across the participants are 0.81 (pre-
intervention F1 score), 0.88 (post-intervention F1 score) and
0.78 (automation %).
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Figure 3: Pre and post intervention F1 performance – in addition to user intervention actions as a percentage
of total classifications – for each participant over the 5-day scripted tour.
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Figure 4: Summary statistics over the participants for the 5-day scripted tour. Automation measures the
fraction of classifications made without user intervention.

5. DISCUSSION
The key observation from the results is that good classifi-

cation performance can be achieved with a small amount of
user intervention; as shown by the high mean and automa-
tion measures across the participants in Figure 4. Moreover,
as Figure 3 shows, performance remains reasonably consis-
tent as more places are created and visited by the partic-
ipants over their working week. Not only are the places
classified well, but the user intervention aspect means that
semantic labels can be captured from the user in situ; po-
tentially enabling richer personalisation for location-based
and recommendation services.

The ‘dip’ on day 3 for participant 6 is caused by a place
generation from a noisy initial location observation, exac-
erbated by repeated visits with good quality location data
and subsequent false classifications. This raises an impor-

tant data quality and user interface issue: intervention user
interfaces should provide a function to ‘reset’ or ‘recalibrate’
places if seeded from inaccurate location data.

Interestingly, later in the working week, the pre-interven-
tion performance begins to approach the post-intervention
performance (Figure 3). This is likely due to fewer place cre-
ations coupled with the system learning about places from
repeated visits.

Even though the majority of the participants’ places are
indoors, the location sensing capabilities of the Android de-
vices are surprisingly good; as shown by the location accu-
racy summary statistics, even with a rejection threshold of
100m. The chief cause of false negatives, however, was loca-
tion sample accuracy exceeding this threshold – the system
is designed to make no classification rather than one with
noisy data.



The key causes of false positives were false transition de-
tection from the motion triggering system and incorrect clas-
sifications made by the classifier.

Even though these early results are both interesting and
promising, there are some limitations to them. First – al-
though simulation allows us to analyse many user interven-
tion outcomes from a single dataset – it does not provide
the implementation and behavioural insights that a long-
term field study can offer. Second – although highly precise
and fine-grained – the ground truth datasets are reasonably
short and obtained from a small number of participants.
Therefore further study is needed to fully investigate the
long-term performance and behaviour of the system.

Another key issue is that of modelling user response to
notifications. For these simulations, we have assumed that
the user is a ‘perfect oracle’, i.e. they give the correct answer
when responding to notifications. Users are of course prone
to error, e.g. spelling errors, and this could have an impact
on performance. Moreover, we did not model user interven-
tion without notification, i.e. users intervening of their own
accord without notification from the system. Furthermore,
we have not specified what type of interface the user would
be using to intervene with the system – merely that they
create and select places; therefore the type of interface used
in deployment is also an important aspect for design and
implementation.

The results have interesting implications for recommender
systems. Firstly, the captured semantic place tags can be
supplied to both content-based recommender systems – for
items related to place semantics – and collaborative recom-
mender systems – for items related to users with shared tags.
Secondly, recommendations can be presented to the user in
situ at the moment of transition into a new place, allowing
for rich context aware recommendations.

Overall, we have shown that capturing semantics, recog-
nising and learning semantically meaningful personal places
in real time on mobile devices is feasible with well-timed user
prompts and a low level of user intervention. Moreover, we
have shown that the user can train the device to recognise
places from repeated location observations over time using
a form of active learning. This is a step beyond place recog-
nition, as it allows for semantic content to be captured and
for places to be ‘malleable’ and evolve over time as more
location samples are observed.

6. CONCLUSION
In this paper, we have presented a method for captur-

ing the semantics of users’ semantically meaningful places
through user intervention as a form of active learning. The
system allows users to create places with semantic labels,
classifies places in real-time at the point of transition into
a place, updates places using online unsupervised learning
as new location samples are taken and prompts the user for
intervention if it is not confident about the current classifi-
cation. This allows places to be malleable, enabling them to
be loosely defined and to continually evolve over time.

Through a study of users performing scripted tours of
their typical working weeks, and simulating responses to sys-
tem notifications given their context, we have shown that
good place classification and learning performance can be
achieved using this method. Above all, it allows the capture
of place semantics through a mobile user interface, which
has implications for personalising mobile services and ap-

plications. Furthermore, it allows semantic places to evolve
over time as more location samples are observed and the
system is trained by the user.

We are currently deploying the system on mobile devices
as part of a field study in multiple environments in order to
better understand long-term behaviour and practical issues
of implementation.
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